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Abstract 

 

This report presents a range of algorithms for the minimum connected dominating set 

(MCDS) problem and its generalisation, the minimum k-connected m-dominating set 

(Mkm-CDS) problem on general graphs. The problem is introduced as a fundamental 

element of the planning and optimisation of any communications network, with 

specific, contemporary applications in the configuration of wireless and optical 

networks. After a general discussion of complexity and optimisation techniques, 

previous approaches to the problem are surveyed and categorised and potential new 

directions identified in the form of stochastic local search or metaheuristic techniques. 

Several such methods are applied and seen to improve significantly and consistently on 

results for competing algorithms. Following this, several exact algorithms are developed 

and shown to solve a wider range of problem instances to optimality than previous 

approaches. These instances are then used to test the accuracy of the metaheuristics in 

absolute terms. The metaheuristics are seen to be capable of producing global optima 

with a high level of consistency. 
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1      Introduction 

 

1.1 Context  

 

This report covers a fundamental problem in the design and operation of computer and 

communication networks. The problem has the potential to occur as a feature of any 

practical networking scenario and has specific, contemporary applications in the 

optimisation of wireless and optical networks. The problem is introduced with some 

very simple, illustrative examples in this opening section, in order to demonstrate its 

fundamental nature. This will be followed by a detailed discussion of more specific, 

contemporary applications later on. 

 

Imagine a primitive communications system consisting of several beacons within a 

small country, whose purpose it is to raise an alarm whenever that country is invaded. 

Its operation is as follows: when an enemy is sighted, the inhabitants of the city under 

attack light their beacon, and the beacon is subsequently observed by inhabitants of all 

cities within sight of it. In response, they light their own beacons and flock to their 

neighbours’ aid (or carry out whatever response has been commanded of them). This 

process is followed by neighbours of neighbours lighting their beacons and so on until 

the whole country has been alerted to the situation.  

 

 

Figure 1.1: Stages of Communication in a Primitive Beacon Network 

 

For the purposes of this discussion, the communication process described above can be 

termed, very loosely as an every-cast signal and it has several flaws, including the 
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phenomenon of multiple signals coming from different directions as the process 

continues. The significant observation as far as this research is concerned, however, is 

that it involves burning an awful lot more fuel than is necessary to propagate the signal 

across the land. In any practical circumstance, it is the case that not every town or 

village needs to burn its beacon in order for the transmission to be successful (at a bare 

minimum the last observer does not need to do so). The central problem, for this work, 

is roughly equivalent to that of minimising the fuel consumption in this circumstance: or 

in more precise terms, to calculate a minimum subset of beacons to be lit in response to 

an initial signal, so that the message is propagated successfully to all destinations.  

 

 

Figure 1.2: Fuel-Efficient Beacon Network (Relays Marked Black) 

 

In order to achieve this, certain beacons may be designated as relays and given the role 

of propagating the signal. These may be termed the virtual backbone of the beacon 

network and must be lit in all emergencies. The remaining beacons are only lit if the 

associated city or village is the source of the alarm. If we can discover some 

mathematical means of minimising the number of relay beacons whilst still maintaining 

reliability of transmission, the saving on fuel is potentially colossal (and the damage to 

the environment is significantly reduced).  

 

Equally, one may consider a cabled alternative to the wireless application in the 

previous description. In a castle within the land, a communications system has been 

developed using cups and pieces of string. Similarly, the every-casting process has been 

employed; each watchtower is connected by a string to several watchtowers nearby. The 

strings are knotted together at each watchtower and connected to a cup. When the guard 

speaks into his cup, all his neighbours hear him and repeat the message out of their own 

cup and so on, thus relaying the message throughout the castle. 
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Figure 1.3: A Cup and String Communications Device and Its Associated Network 

 

However, it is observed by the guards that the repeats are not always necessary, because 

sometimes the message carries quite clearly over several hops (or connected pieces of 

string) without any need of repetition. Hence it is decided that the guards’ concentration 

would be broken less often if some minimum subset of watchtowers (cups) were 

designated the responsibility of repeating the messages. These ‘signal regenerator’ 

towers relay the signals, while the remaining towers only listen to or originate messages 

when necessary (the result may be termed a multi-hop network with sparse 

regeneration). The problem here is essentially the same as in the previous example with 

the beacons. If we minimise the number of relays (or signal regenerators), we reduce the 

overall repetition effort and distraction level for the guards.  

 

As a useful observation, there would still be benefit in reducing the number of relays 

even if the multi-hop capability were not present in the previous scenario (The multi-

hop version was chosen since it analogises an application in modern optical fibre 

networks more closely). Even if the messages can only carry for a single hop, a subset 

of relay towers is all that is needed for the signal to be transmitted successfully. 

 

These basic examples demonstrate that the problem of minimising the number of relay 

nodes within a communications network is a fundamental aspect of its configuration, 

planning and optimisation. However, it is somewhat disappointing that comparatively 

little study has gone into solving the problem to date. Many modern technologies and 

protocols still rely on the every-cast approach, or else diagnose the situation as a 
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different problem and reduce the number of relays only slightly, as a side effect. It is 

true that there is sometimes reasonable justification for these approaches, but it is also 

suspected there is quite simply a failure to acknowledge or recognise the problem on 

occasions.  

 

One potential reason for this is due to the complexity of the problem itself. Although the 

problem appears to be simple in Figures 1.1-1.3, it becomes immensely difficult to 

solve once the number of sites increases. In fact, it belongs to a class of problems which 

can often only be estimated within an acceptable time frame, whilst some of its less 

accurate alternatives, which include finding a backbone which minimises the total 

length of the cables (Kruskal, 1956; Prim, 1957) or minimises the number of hops for a 

message between particular pairs of sites (Dijkstra, 1959; Perlman, 1985), are solvable 

exactly by efficient and accurate processes. Hence the diagnosis is sometimes made 

inaccurately so that the simpler solution can be employed, yielding an exact solution to 

the wrong problem. 

 

Perhaps more significantly, in applications where the problem has been recognised and 

tackled, the algorithms proposed for its solution have been fairly basic and often 

designed specifically for online implementation. That is, the methods are carried out as 

part of a collective computation by the communication process itself, rather than using 

offline calculations to designate a relay set before network implementation takes place. 

Again, there is benefit in this approach for some cases (such as wireless networks with a 

high level of mobility) but in general the offline option could decrease protocol traffic 

on the network as well as computation time at the switching devices where mobility is 

less of an issue. It could also decrease the cost of implementation by limiting the 

installation of more powerful hardware and software to the relay nodes. 

 

To date, the principal applications of the relay minimisation problem have been in the 

configuration of wireless networks and the placement of regenerator switches in optical 

networks. However, it is strongly suspected, due to the fundamental nature of the 

problem, that it will continue to appear in many networking scenarios. The specific 

applications discussed are in very different stages of evolution, with several competing 
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techniques suggested for the wireless application and only two suggested to date for the 

optical scenario. However, the requirements and practical constraints for the problem 

are basically the same for both applications. The principal constraint group being that 

which provides backup relays and routes in the event of any site or link failure. 

Therefore, it appears that the development of general, offline approaches to this problem 

is of some importance at the present stage in the development of communication 

networks as a whole. Though the principal application to this work is in the reduction of 

the overall cost of regenerators for optical networks, it can be expected that the problem 

will turn up in other scenarios in the future and it will be of some use to have some 

accurate and powerful solution mechanisms to hand for that purpose. In addition, it has 

been suggested (Wu & Li, 2008) that these offline (or centralised) algorithms can be 

used online in some cases, perhaps if they are executed at one of the network sites and 

the results communicated elsewhere by a simpler protocol than that required for a 

collective (or distributed) calculation. Hence there may yet be some usefulness in the 

adoption of the techniques that follow in wireless environments where mobility is less 

of an issue. A good example is in the case of sensor networks, where there generally 

exists one device with far higher processing power than the others. Relay minimisation 

calculations could be performed at this device and the results communicated to the 

sensors, taking the computation strain off the less powerful nodes. 

 

Where centralised techniques have been introduced, there has been a distinct lack of 

sophistication in the methods published to date. Whilst very successful estimation 

techniques (known as stochastic local search algorithms or metaheuristics) have been 

applied to countless problems with similar structure and complexity, there is no known 

record of these methods being applied to the relay minimisation problem. Hence the 

application of such processes to the problem appears to be an obvious new direction for 

research into relay minimisation techniques.  

 

Many of the observations made in this section will be expanded with greater clarity in 

the Chapters that follow. The next section presents a ‘route map’ through the research, 

illustrating the order in which the relevant concepts and principles are to be presented. 
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1.2 Route Map 

 

The technical content begins at Chapter 2, which introduces necessary concepts and 

ideas from the study of graph theory, computational complexity and algorithms. 

Initially, some graph theoretic definitions are introduced in order for the problem to be 

analysed in formal, mathematical terms in the following Chapters. Following this, 

relevant ideas are introduced from the study of computational complexity; in particular, 

the class of NP-hard optimisation problems (to which the relay minimisation problem 

belongs) is formally defined and the difficulty of solution for such problems established. 

In the last and perhaps most significant section of the Chapter, a review is given for the 

principal techniques used to handle such complex problems to date. Here, a range of 

approaches is covered, including exact solution techniques which run the risk of failing 

to execute with sufficient speed, approximation methods that guarantee to provide an 

answer within a given error margin but terminate in a more reliable time frame and 

heuristic approaches that make no guarantees but often perform excellently in practice. 

Most importantly a discussion is given defining when and where it is most appropriate 

to use the various approaches. 

 

In Chapter 3, the problem of relay minimisation is discussed more formally and defined 

in two basic forms: one specific and one general. Practical applications for the problem 

are discussed and a survey is given of the techniques used to tackle the problem to date. 

Initially the problem is defined in conceptual and graph theoretic terms followed by a 

short discussion of its approximability and tractability. In order to keep the discussion in 

a roughly chronological order, the wireless application is introduced first with a short 

history of the development of ad-hoc networks and the motivation for the use of relay 

backbones in their configuration. This is followed by a review of techniques used for 

the problem. The techniques are categorised in order to give a clear overview of the 

precise methods used to date. Following this, the optical application is introduced, again 

from a historical perspective, demonstrating the motivation for the use of sparse 

regeneration, which is shown to be equivalent to the relay approach once a simple 

transformation is applied to the network topology. Techniques are reviewed once again 
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and seen to fit into the same four categories as for wireless networks. The absence of 

published work applying metaheuristics is noted in conclusion. 

 

Chapter 4 gives a more detailed analysis of the two problem variants, the simple MCDS 

problem and the more general Mkm-CDS problem.  A full taxonomy of constraints is 

outlined and an initial algorithm developed for the MCDS problem. This is seen to 

outperform previous methods but also to have an unpredictable nature in terms of 

runtime and solution quality.  

 

Chapter 5 presents a more successful algorithm for MCDS using the simulated 

annealing (SA) methodology. Some difficulties in implementing search algorithms are 

noted and then subsequently overcome with modifications to the standard SA technique. 

The resulting algorithm is then implemented with a mind to keeping runtimes as 

controlled as possible and is seen to be more predictable and consistent and to produce 

better solutions than its predecessor from Chapter 4. 

 

Chapter 6 tackles the more complex, generalised form of the problem and proposes 

several algorithms to solve it. This includes a modified version of the SA algorithm 

from the previous Chapter that is shown to yield enormous improvements over simple 

construction heuristics.  The algorithm is implemented with a mind to controlling 

runtimes as much as possible and this is achieved by the use of efficient subroutines to 

deal with some very difficult connectivity constraints. Overall the runtimes and solution 

qualities appear excellent, although there is a lack of real competition with which to 

compare them. 

 

Chapter 7 pursues a different direction. The accuracy of algorithms developed so far 

appears to improve upon rival techniques quite significantly. However, it is not known 

in absolute terms how close the SA approach gets to the exact solution to the problem. 

This is due to a lack of problem instances for which the value of the optimum solution is 

known. Hence, a time consuming, exact method is implemented here to solve a small 

number of problem instances. The SA method is tested on them and shown to achieve 

the exact solution every time.  
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Chapter 8 proceeds to develop further methods to create more challenging instances 

with which to test the accuracy of SA techniques. Exact solutions are pursued using a 

more intricate mathematical programming technique and solved with a commercial 

solver. This method is used to create an array of instances with known optima. The SA 

algorithm is tested and shown to solve all instances except one using multiple runs of 

the algorithm over the same instance. It is concluded that some level of confidence may 

be placed in the algorithm to provide close estimates to the true optimum. 

 

Finally, Chapter 9 combines many of the disciplines from previous Chapters. A hybrid 

technique is developed for the optimum solution of problems found in optical network 

backbone configuration. This is found to produce exact solutions to a wide range of 

nontrivial problem instances. The optimum data is then used to give a final comparison 

of the performance of the SA techniques against the closest rival from published 

literature and the SA methods are seen to be more consistent and better capable of 

estimating and finding optimum solutions to the range of instances tested. These tests 

are quite exhaustive and comprise networks with a wide range of link densities and 

transmission ranges. 

 

Chapter 10 gives conclusions and declares the work to have been successful an a 

number of levels, whilst the final Chapter outlines potential future research directions: 

including techniques for the optimisation of NP-hard problems in general along with an 

example of an alternative application for the relay minimisation problem. 

 

1.3 Contribution 

 

The central contribution of this work is a significant improvement in our ability to solve 

a fundamental problem in the configuration of communication networks. Whether 

exactly or by estimation, the methods here constitute by far the most accurate and 

consistent means of minimising a relay subnetwork to date. Where exact methods have 

been employed, the range of problem instances solvable within a reasonable time frame 

is far larger than for any alternative research published to date. Where the solution must 
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be estimated due to time restrictions, the estimations are seen to be exceptionally 

accurate and consistent, whilst also being efficient enough to tackle some very large 

instances of the problem. 

 

These improvements were achieved by the implementation of approaches found to be 

successful on problems of a similar complexity, although the application of such 

methods presented particular implementation difficulties that could explain their 

absence in rival approaches to date. These difficulties were overcome by some 

modifications to the standard combinatorial search techniques used to create a slightly 

eclectic approach built from aspects of several algorithmic strategies. The result was a 

powerful simulated annealing algorithm, which was seen to improve on rivals by a 

consistently large margin. 

 

Furthermore, the new technique was seen to be so accurate that it could produce an 

optimum solution with sufficient reliability to be used as a subroutine for an exact 

algorithm to the problem. This proved to be key to the development of a hybrid 

technique that solved a larger range of problem instances to optimality than had been 

previously witnessed.  This involved the use of a separate subroutine to produce 

progressively improving estimations of limits on the value of the optimum solution, so 

that the optimality of the solution provided by the SA algorithm could be determined 

during the algorithm’s execution. 

 

Finally there is an acknowledgement of the central problem as relevant across a full 

range of networking scenarios. The problem has previously been recognised as a 

fundamental shift in the nature of network design by Grout (2005) but this observation 

was originally limited to the field of wireless networks. However, with the recognition 

of the problem in optical networks it becomes clear that it is central to the 

implementation of all manner of networks, wireless and cabled. The use of a relay 

backbone can reduce protocol traffic, relieve a high proportion of networking devices 

from administrative processes and potentially be used to implement a stripped-down 

control plane in any networking environment. This is evidenced by an example in IP 

network routing and suggested as another possibility for the future. 
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On the whole, the work presented here contributes significant advances in the solution 

of a family of practical network optimisation problems apparent to the research 

community, along with a potential for more effective solution techniques over a wider 

range of problems in the future. 
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2        Graphs, Complexity and Strategies for 

Combinatorial Optimisation   

 

 
2.1 Introduction 

 

This Chapter provides the necessary foundation material, beginning with an 

introduction to relevant concepts and terminology drawn from the fields of graph theory 

and computational complexity. This is followed by a general review of the algorithmic 

strategies to be implemented in later Chapters. 

 

2.2 Graph Theory 

 

A communications network may be represented in the form of a graph G = (V, E), 

comprising a set of vertices (or nodes) V and a set of edges (or links) E. The cardinality 

of V is denoted by n and the cardinality of E by m. Links may be unidirectional (or 

directed) if they can carry traffic in one direction only and bi-directional (or undirected) 

if they can carry traffic in both directions. An undirected graph consists solely of bi-

directional edges and a directed graph or digraph may contain one or more 

unidirectional edges. A directed/undirected edge between nodes u and v (u, v  V) may 

be represented by the ordered/unordered pair (u, v).  From this point onward, the reader 

may assume that graphs are undirected unless stated otherwise. 

 

2.2.1 Adjacency and Neighbourhood Relations 

 

Two nodes u and v are said to be adjacent if there exists an edge (u, v)  E. Such an 

edge is incident on nodes u and v. Adjacent nodes may be referred to as neighbours. 

The open neighbourhood N(u) of a node u is the set {v: (u, v)  E}. The closed 

neighbourhood N[u] of u is equal to  N(u)  u. The degree of node u or deg(u) is equal 

to |N(u)|. The maximum degree for all nodes in V is denoted by .   
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2.2.2 Paths  

 

A path p from u to v in G is a distinct sequence of vertices and edges leading from u to 

v. If such a path exists, the nodes u and v are connected. Node u is the source and node v 

is the destination, all other vertices in p are intermediate. The length of p is the number 

of its constituent edges. A path p is simple if it contains no duplicate nodes or edges. If 

u = v and p contains no other duplicates, the path is a cycle or tour. 

  

2.2.3 Extended Neighbourhoods  

 

The open and closed neighbourhoods N(S) and N[S] may be defined for some set of 

nodes S  V. N(S) is the union of all sets {v: (u, v)   E} for all nodes u  S and N[S] = 

N(S)  S. 

 

The k-hop neighbourhood of a node u is the set of nodes N
k
[u] such that each node v  

N
k
[u] is connected to u by a path with length ≤ k.  

 

2.2.4 Subgraphs 

 

A subgraph G = (V, E) of a graph G = (V, E) is a set of vertices and edges such that 

V  V and E  E. For a set of vertices V  V, the subgraph induced by V is the 

graph G = (V, E), whereby E = E {(u, v): u, v  V}.   

 

An edge-induced subgraph may be defined similarly. For an edge set E  E, the 

subgraph induced by E is the set of vertices V whereby V = V {u, v: (u, v)  E} 

 

2.2.5 Connected Components 

 

A graph G = (V, E) is connected if all node pairs u, v  V are connected. The connected 

components of a graph are its maximal connected subgraphs. The connected 
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components are unique. A graph is disconnected if it has more than one connected 

component. 

 

2.2.6 Spanning Trees 

 

A tree is an undirected graph with no cycles. A spanning tree of a graph G = (V, E) is a 

connected subgraph T = (V, E) containing no cycles. That is, only one path exists 

between pair of nodes. A spanning tree is rooted if a node r is uniquely identified as its 

root. A node u is an ancestor of a node v and v is u’s descendant if u is contained in the 

path from r to v. If u and v are also adjacent in T then u is v’s parent and v is u’s child.  

 

2.2.7 Basic Search Techniques 

 

A breadth-first search (BFS) of a graph G = (V, E) is a process which produces a 

spanning tree T = (V, E) rooted at some arbitrary node r  V, as follows: begin with T 

= ({r}, ). A node u is scanned when all nodes v  N(u)  (V - V) are added to T 

along with the associated edges (u, v). The BFS process begins by scanning r and then 

proceeds to scan the remaining nodes in the order they were first added to T.  

 

Similarly, a depth-first search (DFS) may be created with a slight change to the 

scanning process. That is, when any node u is scanned, the first node v  N(u)  (V - 

V) is immediately added to V and scanned itself. The process begins with T = ({r}, ), 

scans r and continues recursively until all nodes in V have been scanned.  

 

If G is connected, either of these algorithms will produce V = V, regardless of which 

node was selected as the root. Otherwise T will only span the connected component of 

G containing r. 

 

2.2.8 Disjoint Paths 

 

A set of paths from u to v in a graph G = (V, E) are vertex-disjoint if they have no 

intermediate vertex in common. Similarly, the paths are edge-disjoint if they have no 
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edge in common. Vertex disjoint paths are always edge-disjoint, but the converse does 

not apply. 

 

2.2.9 k-Connectivity 

 

A graph G = (V, E) is k-connected if there exist k or more vertex-disjoint paths between 

all node pairs in V. Similarly G is k-edge-connected if there exist k or more edge 

disjoint paths between all node pairs in V. A k-connected graph remains connected 

under k-1 vertex or edge deletions, whilst a k-edge-connected graph only remains 

connected under k-1 edge deletions. 

 

2.3 Computational Complexity 

 

The following material introduces concepts used in the classification of algorithms 

according to their worst-case runtime, before establishing boundaries wherever possible 

between those problems which can be solved exactly and those which may need to be 

approximated. The discussion is intended as a relatively high level overview of the 

subject area. More formal coverage of the concepts can be found in (Sipser, 1996; 

Papadimitriou, 1994), for example. 

 

2.3.1 Asymptotic Notation 

 

The runtime of a computational process may be expressed as a function f(n), whereby 

f(n) equals the maximum number of clock cycles required to process an input of size n. 

It is of some significant use to be able to analyse the growth rate of this function with 

respect to (wrt) n, which can be achieved by simplification as follows. A function f(n) is 

said to be asymptotically bounded above by another (usually simpler) function g(n) if 

for some pair of constants k and c, f(n)  k.g(n) for all n > c. That is to say, beyond a 

certain threshold value c, the runtime f(n) grows no faster than g(n), or alternatively that 

g(n) dominates f(n) as n  . This relationship is denoted using the standard notation 

f(n) = O(g(n)). 
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Similarly, it is possible for a function f(n) to be asymptotically bounded below by a 

function g(n) if for some pair of constants k and c, f(n) > k.g(n) for all n > c. This is 

denoted by the expression f(n) = (g(n)). If f(n) is bounded both above and below by 

g(n), the bound is asymptotically tight and the expression f(n) = (g(n)) is used. Similar 

asymptotic bounds may be used to approximate the memory space required by an 

algorithm as a function of its input size. 

 

2.3.2 Polynomial and Exponential Time Algorithms 

 

An algorithm may be defined as polynomial time if it has runtime O(n
c
) for some 

constant c. Polynomial time algorithms are generally regarded as efficient as opposed to 

those processes failing to meet this bound. Exponential runtimes of the form (c
n
) for 

some c > 1 are generally undesirable, as the runtime quickly increases beyond 

acceptable levels as n increases. There are circumstances in which an exponential time 

approach might be used, for example, when the runtime is polynomial in the majority of 

cases (Dantzig, 1963) or when the size of the problem is suitably small. However, these 

occurrences are comparatively rare. 

 

A useful feature of the polynomial time classification is that the set of polynomial time 

algorithms remains the same for any realistic model of computation, though the degree 

of the polynomial may change from model to model for particular cases (Garey & 

Johnson, 1979). The notion of a realistic model of computation is developed further in 

the following section. 

 

2.3.3 Deterministic and Nondeterministic Computation 

 

A model of computation is said to be deterministic if there exists a one-to-one 

relationship between each computational step and its predecessor in any given thread. 

That is to say, though there may be some degree of parallelism involved, there is a finite 

limit on the number of steps that can be executed simultaneously. On the other hand, 

nondeterministic models of computation release this limit. Figure 2.1 shows the 

distinction; parts (a) and (b) demonstrate sequential and parallel determinism, 



 

 

16 

 

respectively, while part (c) illustrates nondeterminism. It should be clear that 

deterministic models exist in practice whilst nondeterministic models do not. 

 

 

Figure 2.1: Determinism vs. Nondeterminism 

 

A nondeterministic algorithm may be converted into a deterministic one with relative 

ease by executing each of the simultaneous computations sequentially. However, since 

the width (number of threads) of a nondeterministic computation has the potential to 

grow exponentially with respect to the number of steps executed, this may result in an 

exponential increase in algorithm runtime on conversion. As a result, it may be 

concluded that the set of deterministic polynomial time algorithms is a proper subset of 

the set of nondeterministic polynomial time algorithms. To clarify the statement made 

in the previous section, whereby the class of polynomial time algorithms remains the 

same for any realistic model of computation, one may take realistic to mean 

deterministic in this context. 

 

2.3.4 The classes P and NP 

 

An important distinction must be drawn between the complexity of algorithms and the 

complexity of problems. A problem may be solved by numerous different methods and 

these methods may have very different time complexities. Therefore, the complexity of 

a problem may be classified according to the lowest time complexity exhibited by any 

of its solving algorithms. Put simply, if the most efficient algorithm available to solve 

problem A has complexity O(g(n)), then the complexity of A is also O(g(n)). It is of 

some interest to note that, although the set of deterministic polynomial time algorithms 
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is a proper subset of its nondeterministic counterpart, it is not known if the same applies 

to problem complexities (Cook, 2000).  

 

In discussing the relationship between deterministic and nondeterministic problem 

complexity, analysis is confined to decision problems initially, that is problems with a 

‘true or false’ solution. Classification of more general problems will follow. A yes 

instance of a decision problem is one which yields the answer true, whilst a no instance 

yields the answer false.  

 

Define the class P to be to set of decision problems solvable by a polynomial time 

deterministic algorithm and the class NP to be the set of decision problems solvable by 

a nondeterministic polynomial time algorithm. It follows that P  NP, as 

nondeterminism is a generalisation of determinism. It is also strongly suspected that P  

NP due to the observation regarding algorithm complexities in the previous section, 

although this conjecture remains unproven. Therefore, it is not known if all problems in 

NP can be solved in deterministic polynomial time.  

 

2.3.5 NP-Completeness 

 

Unfortunately, many of the problems we wish to solve in practice belong to the class 

NP, but are not known to belong to P. As a result, there is clear benefit in classifying 

problems in NP as far as possible, even though their complexity may be unknown in 

absolute terms. Given two decision problems A and B, A is reducible to B if there is an 

algorithm c, which will convert any instance of A to an instance of B, such that all yes 

instances of B are yes instances of A and all no instances of B are no instances of A. If c 

runs in polynomial time, A is polynomially reducible to B. A problem is NP-complete if 

it belongs to NP and all other problems in NP reduce to it in polynomial time. That is to 

say, if any NP-complete problem can be solved in polynomial time, then so can all 

problems in NP and P = NP. Consequently, the set of NP-complete problems represent 

the most complex or hardest problems in NP. 
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The process of reducing all problems in NP to a given problem can be complex, the first 

such proof being Cook’s theorem for the Boolean satisfiability (SAT) problem (Cook, 

1971). However, once a problem A is proved to be NP-complete, it follows that any 

problem B, to which A will polynomially reduce, is also NP-complete. Consequently the 

proof that SAT is NP-complete has resulted in the similar classification of many other 

problems (Karp, 1972; Garey & Johnson, 1979). 

 

2.3.6 Optimisation Problems and NP-hardness 

 

An optimisation problem is one of finding the maximum (or minimum) value of a 

function on several variables (the objective function), subject to constraints on the 

values those variables may take. Optimisation problems may be either continuous or 

combinatorial depending on whether the parameters are required to take on discrete 

values. A continuous optimisation problem may be transformed into a combinatorial 

(discrete) optimisation problem by first establishing the required granularity with which 

numerical values will be represented. Note that this is necessary in any case if the 

problem is to be solved by digital computer. Every optimisation problem has a 

corresponding decision problem which solves the question, “Is there a solution with 

objective value greater than (or less than) k?” for some value k. 

 

An optimisation problem may be classified using a subtler form of reduction known as 

one-to-many or Turing reduction, defined as follows: problem A Turing reduces to 

problem B if A is solvable by some method c which uses an algorithm for problem B as 

a subroutine. If c is a polynomial time algorithm (which requires that the number of 

calls to the problem B subroutine is polynomial in n), A is polynomial time Turing 

reducible to B. A problem is NP-hard if it is not in NP, but some NP-complete problem 

Turing reduces to it. That is to say, an NP-hard problem is at least as hard as the NP-

complete problems. Any optimisation problem with an NP-complete decision variant is 

NP-hard, on the grounds that a solution to the optimisation problem yields a solution to 

the decision problem in O(1) time by simple comparison to the value of k. Hence, once 

an optimisation problem is classified as NP-hard, it is known not to be solvable in 

polynomial time by any means discovered to date. 
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Applying the reverse process, a problem is said to be NP-easy if it Turing reduces to an 

NP-complete problem in polynomial time, confirming that it is no harder than the NP-

complete problems. A problem that is both NP-hard and NP-easy may be described as 

NP-equivalent. This applies to most optimisation problems if they have an NP-complete 

decision variant. The optimisation problem may be solved by a search over the range of 

possible values for k. This typically requires a polynomial number of searches (Garey & 

Johnson, 1979). 

 

2.4 Optimisation Techniques for NP-hard Problems 

 

In the previous section, the class of NP-hard optimisation problems was defined along 

with the conjecture that such problems may never be solvable without incurring an 

intolerable growth rate in the runtime of the solving algorithm with respect to the 

problem size. Moreover, it is certainly the case that no efficient methods exist for such 

problems to date. Since NP-hard optimisation problems are a regular occurrence in a 

number of fields including mathematics, operations research, engineering and computer 

science, it is hardly surprising that a wide variety of approaches have been developed to 

tackle these problems in spite of their immense complexity. The survey that follows is 

weighted heavily in favour of those approaches used during the later sections. More 

exhaustive coverage can be found elsewhere, for example: (Papadimitriou & Steiglitz, 

1998; Blum & Roli, 2003; Hoos & Stützle, 2005; Michalewicz & Fogel, 1999; Talbi, 

2009). 

 

First of all it is necessary to introduce some general concepts and terminology common 

to many approaches. 

 

2.4.1 Optimisation, Concepts and Terminology 

 

As discussed previously, an optimisation problem involves optimising (minimising or 

maximising) a function of several parameters, known as the objective function, subject 

to constraints on the parameter values. Each possible assignment of parameter values 

constitutes a candidate solution to the problem. A candidate solution is feasible if it 
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satisfies the problem’s constraints. Otherwise it is infeasible. The goal is to find a 

feasible candidate solution with optimal (minimal or maximal) objective value. 

 

The problem’s search space comprises all possible candidate solutions and is usually 

conceptualised as an n-dimensional hypergraph, where n is the number of the objective 

function parameters or decision variables. Each candidate solution occupies a unique 

point in the space. The feasible region of the search space is the portion of the search 

space where constraints are not violated. The infeasible region may be defined as the 

complement of the feasible region. A feasible or infeasible region is discontinuous if it 

is split into several components.  Figure 2.2 gives examples of feasible regions for 

problems with n=2. The feasible region in part (b) is discontinuous 

  

(a)    (b) 

Figure 2.2: Feasible Regions 

 

Part (a) in Figure 2.2 exhibits the desirable situation in which a linear objective function 

(illustrated by the dotted line, with the arrow pointing in the direction of improving 

objective value) is to be optimised subject to a set of linear constraints. Assuming the 

problem is continuous, this illustrates a linear program (LP), which can be solved with 

relative ease.  The convex shape of the feasible region, combined with the linear 

objective function, mean that an optimum solution may be found by traversing the 

edges of the region in the direction of improving objective value (Dantzig, 1963).  

Whilst this approach, (the simplex method) requires exponential time in the worst case 

(Klee & Minty, 1972), it still performs well in practice, so much so that it is often 

preferred to its more recent, polynomial time counterparts (Khachiyan, 1979; 

Karmarkar, 1984). This constitutes a significant exception to the general rule 

established in section 2.3.2. 
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Linear programs are comparatively easy to solve as they have a favourable search 

landscape. The feasible region is so constructed that a local rule can be used to find the 

global optimum. That is, once a feasible point is reached such that no neighbouring 

feasible solution yields a better objective value, it is guaranteed to be the optimum 

solution. However, this is not the case for general optimisation problems. Figure 2.3 

shows the same objective function as in Figure 2.2(a), but this time with more complex 

constraints. It is clear to see that points A and B are optimal with respect to their 

immediate vicinity (or locally optimal) but the global optimum is found at point C.  

 

Figure 2.3: Local vs. Global Optimality 

 

2.4.2 Integer Programs 

 

Having established that a continuous optimisation problem with a linear objective 

function and linear constraints is solvable in polynomial time, this section deals with the 

combinatorial equivalent of that problem where the decision variables must take on 

discrete values. The discussion will be restricted to the circumstance whereby decision 

variables are required to be integral, without loss of generality (wlog). 

 

Figure 2.4 shows a discrete, linear optimisation problem with two variables. The dots 

around the optimal solutions indicate integer (feasible) solutions to the problem.  It can 

be seen that the solution to the equivalent linear program (or linear relaxation), labelled 

LPopt in the figure, does not meet the integer constraints. Neither can the optimum 

integer solution, labelled IPopt, be located by rounding the LP solution up or down. In 

fact, there exist many cases where no rounded solution is feasible. 
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Figure 2.4: Continuous vs. Discrete Optimality 

 

The integer formulation is particularly versatile and can be used to model many 

varieties of non-linear constraint, particularly as it permits the use of Boolean variables 

in the problem definition. In fact, the approach is so flexible that any problem in NP 

may be expressed as a decision variant of an integer program. That is to say, the Integer 

Programming (IP) problem is NP-hard. However, in spite of its complexity, IP is 

attractive for two reasons. Firstly, the process of transforming a problem into IP form is 

generally simple by comparison to many of the NP-hard alternatives. Secondly, there 

exists considerable benefit in determining a bound on the value of the optimum solution 

by solving the linear relaxation first. 

 

More generally, a relaxation of an optimisation problem is a simplified variant of the 

problem with some subset of its constraints removed. The solution to a problem’s 

relaxation creates a bound on the value of the problem’s solution on account of the fact 

that the addition of a constraint can never improve the value of the optimum (and the 

removal of a constraint can never degrade it). Therefore, it is possible to add constraints 

to a relaxation incrementally, in order to improve a bound until it becomes feasible for 

the original problem or reaches the objective value of some known feasible solution to 

it. At this point, it is known that the objective value cannot be improved by adding 

further constraints and therefore that the feasible solution is optimal.  

 

Unfortunately, this situation is complicated by the consideration that the integer 

requirement is normally enforced by many pairs of linear constraints the form xi  z and 

xi  z + 1 where xi is a decision variable and z is an integer (Figure 2.5). Each of these 



 

 

23 

 

constraints, taken individually, will delete a portion of the feasible region 

complementary to that deleted by its counterpart. Therefore, given a relaxation of an 

integer program which yields a noninteger result, it is possible to enforce a pair of 

constraints on one of the noninteger decision variables, each creating a new relaxation 

to the problem. A decision variable xi with noninteger value y may be constrained to 

take the form xi  y for one subproblem and xi  y for the other, where y and y 

represent the value of y rounded up and down to the nearest integer, respectively. The 

optimum integer solution is now guaranteed to be in the feasible region of one of these 

subproblems. The problem may continue to be subdivided in this manner, with 

subproblems creating further subproblems until they either become infeasible, reach an 

integer solution, or the bound created by their noninteger solution is worse than that of 

some known integer solution.  

 

  

Figure 2.5: Integrality Forced by Linear Constraints 

 

It should be clear that the above method, known as branch and bound has the capacity 

to create an exponentially large number of subproblems. However, it still has the 

potential to reduce the search effort significantly and will render some problem 

instances solvable exactly, when the time required for alternative exact methods (such 

as exhaustive search, discussed in the next section) would have been prohibitive. The 

effectiveness of the branch and bound approach may also be improved somewhat by the 

use of heuristics to create a high quality integer solution to begin with, along with the 

use of cutting plane techniques to improve the bounds for each subproblem (Gomory, 

1958). Commercial effort into the development of IP solvers has provided powerful 

software to tackle such problems and so there is often considerable benefit in 

transforming an NP-hard problem into IP form. This process is among the more likely 

candidates to yield an exact solution, when one is required. 
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2.4.3 Exhaustive Search and Fixed Parameter Tractability 

 

A very simple and rarely used approach to optimisation is that of exhaustively 

evaluating every possible solution to the problem and then picking the best one. The 

method can normally only be used on exceptionally small problem instances and is most 

commonly used to illustrate the phenomenon of combinatorial explosion which shows 

the rapid increase in potential runtimes for algorithms with exponential complexity. For 

example, if we were to consider the optimisation of a binary vector x (x1,…,xn) 

according to some objective function and collection of constraints, the process of 

evaluating all solutions would be O(2
n
), resulting in the need to evaluate 1.1 x 10

15
 

candidates for n = 50 and 1.2 x 10
30

 candidates for n=100. That is to say, runtime 

quickly becomes unacceptable for even the simplest of combinatorial problems when 

exhaustive search is used. 

 

However, a slight exception exists in the case of fixed parameter tractable (FPT) 

problems (Downey & Fellows, 1998). It is sometimes the case that an algorithm can be 

produced for an NP-hard optimisation problem with complexity O(f(k).n
c
) where c is a 

constant, k is a parameter of the problem and f(k) is independent of n. Effectively, these 

approaches attempt to bound the search tree’s width so that it is polynomial in n for a 

given value of parameter k (a favourable situation as indicated in section 2.3.3). Thus, 

where k is small, the problem may be solved efficiently. The parameter k is a feature of 

the problem instance, a common choice being the value of the optimum solution, or 

estimate thereof. However, it must be noted that, due to the exponential nature of the 

function f(k), the categorisation of a problem as FPT may be of theoretical interest only, 

with the associated search algorithm being unacceptably complex (Niedermeier, 2006).  

 

2.4.4 Approximation Algorithms 

 

In the absence of an exact algorithm, the question remains as to how an NP-hard 

problem may be approximated in polynomial time. Approximation methods attempt to 

find a solution which may not be optimal, but which is guaranteed to have objective 

value within some factor r (the performance ratio) of the optimal solution. That is, if 
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minimising, the solution created by the approximation method will have objective value 

less than r, where  is the value of the global optimum. If maximising, the 

approximated value will be greater than /r. It follows that r  1, since the 

approximation cannot improve on the optimum solution. 

 

Assuming P  NP, there is considerable variation in the extent to which an NP-hard 

problem can be approximated in polynomial time. In some cases, a polynomial time 

approximation scheme (PTAS) may be produced by which the problem may be 

approximated to within an arbitrary error bound. Interestingly, the runtime of a PTAS 

may depend exponentially on the value of the error bound but polynomially on n for any 

fixed bound (Arora, 1996). Therefore, in complexity terms this idea is closely related to 

fixed parameter tractability. In other cases it may be that the problem is not 

approximable to below some minimum value of r. Both of these cases may be denoted 

by the bound r=O(1), that is, the performance ratio is constant.  However, in more 

complex cases, a constant ratio may not be possible but r may be bounded by some 

function g(n) of the input size. As such, it is possible to define the approximation 

complexity of a problem as O(g(n)) if the performance ratio is bounded above by the 

function g(n).  

 

There may be little benefit in the use of approximation algorithms with complexity 

greater than O(1) and even constant approximations can be of little use if the value of r 

is too high. To take a relevant and practical example, if one were attempting to reduce 

the number of (very costly) optical regenerator switches for installation in a large scale 

service provider network, it could hardly be claimed the problem had been ‘optimised’ 

on the basis that the solution required the installation of eight times too many switches. 

Therefore, the establishment of the approximation complexity of a problem is a useful 

tool in considering whether or not to try approximation methods, just as time 

complexity is vital in establishing whether or not an exact solution should be sought. If 

the performance ratio is high or the complexity non-constant, then it is advisable to 

proceed using alternative approaches. 
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2.4.5 Heuristics 

 

A heuristic is an algorithm which, if it makes any guarantee at all, will guarantee to find 

a feasible solution to a problem. Such approaches are very useful in the common 

situation where exact and approximate methods are not an option. However, though 

little can be guaranteed, it should be made clear that some heuristics may be capable of 

finding optimal or near-optimal solutions in many cases. A heuristic’s performance may 

be estimated by several means. Bounds may be established on the optimal solution by 

some separate procedure (perhaps through LP or approximation methods), or the 

algorithm may be tested on problems with known optimal solutions, for example. These 

algorithms operate on ‘rule of thumb’ principles and may range from simple guesswork 

methods to complex master strategies or metaheuristics. 

 

The heuristic approaches used in this work may be categorised into two different 

varieties, commonly referred to as construction and perturbation techniques. 

Construction methods will build a solution, or several solutions, starting from the 

position in which none of the decision variables have been assigned a value, while a 

perturbation technique will start with a candidate solution and attempt to make iterative 

changes to it, in a search for better candidates. Often, the two are used in conjunction 

with one another, with the construction method building the initial solution(s) for the 

perturbation search technique. Both of these can be considered Local Search techniques, 

in the sense that only a very limited knowledge of the problem’s search space is 

maintained at any step of the algorithm. 

 

Heuristics will not necessarily terminate in polynomial time, particularly if a complex 

search process is required to produce a chain of successive solutions. However, it is 

usually the case that at least some feasible solution will be created in polynomial time, 

even if the algorithm has not yet finished its search.  
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2.4.6 Local Search 

 

The local search approach to combinatorial optimisation is simple in principle but may 

take many forms. The simplest form, known as iterative improvement or gradient 

methods navigate the search space in a manner similar to the simplex algorithm for 

linear programming, discussed in section 2.4.1. That is to say, improving solutions are 

selected iteratively from some immediate neighbourhood until no further improvement 

can be found. However, it has already been established that significant problems arise 

due to local optimality when non-linear or discrete constraints are involved and 

consequently that global optimality cannot be established using this method. Neither is 

any performance ratio implied by conditions of local optimality alone.  

 

The approach may be implemented by the introduction of some (usually small) 

alteration procedure for candidate solutions, commonly called a transition, or move. For 

example, a move may constitute changing the value of one variable, or swapping the 

values of two variables. A candidate’s neighbourhood is then defined as the set of 

candidate solutions reachable using this move. The neighbourhood may be searched in 

random or sequential order, with each neighbouring solution evaluated according to the 

value of some function f(x) (the evaluation function). This may or may not be the 

problem’s objective function, but it is a requirement that optimum solution(s) for the 

evaluation function must also be optimal for the objective function.  

 

When considering iterative improvement methods, the search space might be perceived 

as a directed graph G = (V, E) with V representing the set of all candidate solutions and 

E defined such that an edge exists between two nodes if, and only if, they are 

neighbours. G is the neighbourhood graph.  Edges in E are oriented in the direction of 

improving f(x). If an adjacent pair of solutions have equal f(x), this may be indicated by 

a bi-directional edge or no edge, depending on whether the method allows transition 

between solutions with equal f(x). A node is locally optimal if it has no outgoing edges. 

The search process traverses a path across G until it reaches a local optimum, at which 

point it has converged. At this point, the process may be restarted from some other, non-
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adjacent node in G. An example neighbourhood graph is given in Figure 2.6 with local 

optima labelled b and g. 

 

Figure 2.6: A Neighbourhood Graph 

 

It must be noted that the example in the Figure is a considerable simplification of a 

typical neighbourhood graph; in practice, if one were to disregard the direction of the 

edges, the size of the extended neighbourhood N
k
[u] would increase exponentially wrt k 

for any node u. Each local optimum v has a basin of attraction defined as the set of 

nodes belonging to paths which terminate at v. In the event that bi-directional edges are 

allowed between nodes with equal f(x), a plateau is a connected component of the 

subgraph induced by the set of such edges. Note that a plateau P may be locally optimal 

in a less strict sense if no node in P has an outgoing edge to a node in V – P. This 

situation is hard to identify, particularly if the plateau is large or contains cycles.  

 

It should be clear that the likelihood of success of a local search algorithm may be 

defined to some extent by the number and quality of the local optima, the size of the 

basins of attraction for high quality local optima and the location of starting solutions. 

Naturally, these cannot be calculated in less than exponential time, since this would 

involve an exhaustive enumeration of the search space. However, it is often possible to 

estimate the general effect a given choice of move or evaluation function might have on 

the neighbourhood structure. 

 

Naturally, the path or trajectory the search may take is dependent on the decision as to 

which outgoing edge is chosen from each node. Note that the iterative improvement 

process is vastly limited in the sense that, at any stage, it has no knowledge beyond its 

immediate neighbourhood. For example, given the neighbourhood graph in Figure 2.6, a 

local search process beginning at candidate f may terminate at node b in two or three 
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steps, or at node g in one, two or four steps. These outcomes depend on the direction the 

search takes at each node. Three general strategies (or pivoting rules) may be defined to 

govern the behaviour of the search at each node.  

 

i) Best improvement 

The best improvement strategy evaluates all neighbouring solutions and picks 

the neighbour with the best value for f(x). This procedure requires an evaluation of all 

neighbours. This approach is referred to as steepest ascent (or steepest descent if 

minimising). 

 

ii) First improvement 

The first improvement strategy examines the neighbourhood in some 

deterministic order and picks the first neighbour with an improved value for f(x). This 

reduces the complexity to some extent as not all neighbours need be evaluated at each 

step.  

 

iii) Randomised first improvement 

Randomised first improvement is a variant of first improvement which examines 

the neighbourhood in a random order. 

 

1 procedure local search 

2 initialise x, x 

3 do 

4  x  x 

5  for all solutions x  N(x) 

6   if  f(x) < f(x) then   

7    x  x 

8  end-for  

9 while f(x) < f(x) 

10 end-procedure 

    

Figure 2.7: Pseudocode for Local Search 

 

In order to reduce the complexity of neighbourhood evaluation, a candidate list may be 

defined, consisting of the neighbouring solutions deemed most likely to generate an 

improvement in solution quality. This can be particularly useful in best improvement 
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strategies. Pseudocode for a simple, minimising local search technique is given in 

Figure 2.7. In the Figure, line 6 represents the acceptance criterion of the algorithm. 

The solution x is accepted (line 7) if it meets this criterion and rejected otherwise.  

 

Enhancements may be made to this process in numerous ways, so as to address the 

problem of local optimality to some degree. Some of these are discussed in detail in 

later sections. The variable neighbourhood search (VNS) process (Hansen & 

Mladenovic, 1997) defines several neighbourhoods for each solution, commencing a 

search over a larger neighbourhood each time optimality is reached in a smaller one. 

Guided local search (GLS) alters the evaluation function when local optimality is 

reached, by penalising variable assignments that appeared in the locally optimal 

solution until an improvement is found (Voudouris & Tsang, 1995). A similar approach 

is exhibited by Tabu Search (Glover & Laguna, 1997), which entirely rules out, rather 

than penalises, recent solution components in order to avoid getting stuck in one place. 

Random strategies may also be employed to accept non-improving moves with some 

probability, as will be discussed in the next section. 

 

2.4.7 Simulated Annealing 

 

As mentioned, in the event that local optima cannot be eliminated from the search 

landscape, it is advantageous to use search methods which are able to escape from a 

local optimum. Consider the neighbourhood graph in Figure 2.8, which represents a 

variant of local search able to move to a non-improving solution with some probability. 

 

Figure 2.8: Neighbour Graph with Probabilistic Back Edges 

 

For each of the edges in Figure 2.6, there now exists a grey back edge in Figure 2.8, 

representing the probabilistic chance of the search travelling against the direction of 
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improving f(x). The size of the probability is indicated roughly by the darkness of the 

back edge in this example. It can be seen from the figure that any solution can now be 

reached from any other i.e. all local optima can be escaped and consequently, global 

optima may be reached from any starting solution, with some probability. This provides 

the motivation for simulated annealing (SA) (Černý, 1985; Kirkpatrick et al., 1983). 

 

In SA, the probabilities are defined as a function of two variables, one representing the 

gradient of the transition and the other a parameter of the process controlling the overall 

likelihood with which non-improving results are accepted. This second variable is 

referred to as the temperature (T) on account of the natural paradigm for the algorithm 

(the process is modelled on the cooling and crystallisation of molten materials). This 

may be implemented by a simple alteration to the acceptance criterion in line 6 of the 

pseudocode in Figure 2.7, as follows:  

 

if f(x) < f(x) or random [0,1) < exp(-f(x)/T) then 

 

Here, f(x) represents the value of f(x) - f(x). This acceptance condition is known as the 

metropolis criterion (Metropolis et al., 1953).  
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Figure 2.9: Isotherms for the Metropolis Criterion 
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The strategy for the algorithm is to begin at some high temperature (analogous to the 

melting process) and reduce the temperature over the course of the algorithm, according 

to some cooling schedule. The effect of this reduction is most interesting and often 

overlooked by standard textbooks on the subject of combinatorial optimisation. Figure 

2.9 shows a family of ‘isotherms’ for a standard cooling schedule. 

 

It can be seen from the Figure that, not only do the probabilities reduce with 

temperature but also the rate of this reduction is far more aggressive for steep 

transitions. Consequently, if a move is very detrimental to the value of the evaluation 

function, it will be eliminated from the search very early on, whereas moves with only a 

slight detriment will remain probable for a far greater time period. Eventually, when the 

temperature becomes sufficiently low, the process tends towards the behaviour of 

iterative improvement and converges at some local optimum. This situation is usually 

identified by defining some maximum number of iterations since an improving solution 

was last witnessed, or since the variable assignments last changed. Such conditions are 

referred to as halting criteria.   

 

Referring back to the neighbourhood graph, it should be clear that these probabilities 

have a significant effect on the behaviour of the algorithm. Particularly, the algorithm is 

likely to traverse a larger region of the search space at high temperatures, due to the 

increased connectivity of the graph. As a result, macroscopic changes in the solution 

structure may be defined at this point, whilst microscopic detail is left to later stages in 

the search.  

 

In general, the process of searching across wide areas of the space is referred to as 

diversification and the focus on a limited area for quality solutions is called 

intensification. In iterative improvement techniques, intensification is achieved by the 

algorithm while diversification is implemented when the process is restarted. By 

comparison, SA controls the degree of intensification and diversification by varying the 

process temperature. As discussed, this is implemented as a cooling schedule whereby 

the temperature is reduced, commonly by some factor  (0   < 1), at regular intervals 

throughout the search. Pseudocode for a basic simulated annealing algorithm follows: 
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1 procedure simulated annealing 

2 initialise x, x, T,  

3 do 

4  for i iterations 

5   pick some solution x  N(x) 

6   if f(x) < f(x) or random [0,1) < exp(-f(x)/T) then 

7 x  x 

8  T  T 

9  end-for  

10 until (halting-criterion) 

11 end-procedure 

    

Figure 2.10: Pseudocode for Simulated Annealing 

 

Under more complex cooling schedules, simulated annealing can be proven to converge 

on a global optimum (Hajek, 1988), although this cannot be guaranteed within any finite 

number of iterations (Fox, 1995). That is to say, the probability of finding a global 

optimum tends to 1 as execution time tends to infinity for these schedules. However, in 

practice the optimal approach is far too time-consuming. SA is commonly more 

successful with schedules that sacrifice the optimality guarantee (Ingber, 1993).  

 

2.4.8 Construction Heuristics, GRASP and Tabu Search 

 

The process of construction search produces a solution by assigning variables in stages 

until a full assignment has been reached. The intermediate stages constitute partial 

candidate solutions to the problem. In a sense, construction search may be considered to 

navigate a space of partial solutions, with each solution having a neighbourhood defined 

by a set of solutions with one or more additional variables assigned. As such, it is more 

appropriate to conceive the search space as a tree rather than a graph. 

 

A greedy algorithm may be defined as a construction process which chooses each new 

variable assignment on the basis that it optimises some immediate quantity, such as 

giving the minimal degradation or maximal improvement in objective value, or the best 

reduction in the extent to which the problem’s constraints are violated. This process 

may be considered analogous to the steepest ascent approach to local search but 
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working on the tree of partial solutions, with the greedy quantity analogous to the 

evaluation function. The difficulty with greedy algorithms is that often, the choice of 

best immediate improvement may constrain subsequent assignments so that they 

become extremely detrimental: a phenomenon analogous to local optimality.  

 

In attempt to introduce some variation into the greedy approach it is possible to 

randomise the algorithm over several passes, whereby neighbouring partial solutions are 

chosen probabilistically. This approach is employed by semi-greedy heuristics (Hart & 

Shogan, 1987) or Greedy Random Adaptive Search Procedure (GRASP) (Resende & 

Ribeiro, 2003; Festa & Resende, 2002), both of which produce a restricted candidate 

list (RCL) at each step containing a collection of the most favourable neighbours 

according to the greedy criterion. The next search step is chosen randomly from this list. 

The algorithm is restarted and continues until it reaches a halting criterion, such as 

exceeding a maximum time limit since an improvement was found. GRASP methods 

are usually coupled with an iterative improvement strategy if local optimality is not 

guaranteed by the construction phase. Also hybrid techniques may be employed 

whereby more complex improvement strategies are used post-construction, for example: 

(Ribeiro et al., 2000; Yagiura & Ibaraki, 1996; Laguna & Velarde, 1991). 

 

GRASP algorithms are considered part of a larger class of multi-start approaches to 

construction search, whereby solutions are produced iteratively through several passes 

of a construction algorithm. Such processes can be viewed as similar to perturbation 

search, with each solution having several (possibly all) variable assignments different 

from the last. As such, multi start approaches are particularly useful in the situation 

where it is difficult to find a neighbourhood for local search which guarantees feasibility 

but comparatively easy to construct new feasible solutions (Martí, 2003). 

 

In addition to the entirely randomised approaches outlined above, a more deterministic 

approach to multi-starts may be achieved using the method of perturbation by 

elimination. That is, decisions previously made by the greedy heuristic are prohibited 

during subsequent iterations. This approach is most commonly employed by the tabu 

search (TS) methodology (Glover & Laguna, 1997) in which variable assignments used 
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in recent iterations are forbidden for some number of steps: a process which may be 

applied to construction and perturbation searches alike. Unlike the randomised 

approaches, this gives an absolute guarantee of diversification between consecutive 

solutions. As mentioned in section 2.4.6, the method can be used to escape local optima 

in perturbation searches by forcing the algorithm to explore new territory regardless of 

any degradation in solution quality (although the possibility of long term cycling still 

remains). Besides the elimination approach, more complex uses of memory for multi 

start TS algorithms are outlined in (Glover, 2000; Glover, 1996). Each of these involves 

a long-term memory approach which attempts to learn which solution components, or 

combinations thereof have a tendency to be present in high quality solutions and to 

exploit such information as the algorithm progresses. 

 

In a similar vein, additional approaches to multi-starts include reactive GRASP 

(Delmaire et al., 1999; Resende & Ribeiro, 2003) and Ant Colony Optimisation (ACO) 

(Dorigo & Di Caro, 1999; Dorigo & Stützle, 2004). Like TS, these are memory based 

and retain information about the frequency with which certain variable assignments 

have appeared in good quality solutions, with reactive GRASP tracking the quality of 

individual variable assignments (or elements) and ACO tracking the quality of 

combinations (usually subsequent pairs) of variable assignments. Probabilities of 

choosing elements (or combinations thereof) are then weighted according to the quality 

of previous solutions in which they were contained. As such, an adaptive learning 

process is executed by the search, although this process may be time consuming as large 

numbers of construction passes are required in order to gather significant statistical data 

regarding element qualities.  

 

2.4.9 Population Based Techniques 

As a final comment, it should be mentioned here that the discussion has been limited to 

trajectory based searches so far. That is, searches in which solutions are determined by 

a unique predecessor (and whatever information is retained in memory by the 

algorithm). Population based searches such as genetic algorithms (GAs) (Goldberg, 

1989) and evolutionary algorithms (EAs) tend to employ similar principles but perform 

perturbations on multiple sources. That is, elements of multiple solutions are combined 
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to produce new solutions in a perturbation process known as crossover. Each step of the 

process is regarded as a generation, with the new solutions being children of the 

previous generation. One of the difficulties with such approaches is that often such 

crossovers cannot be guaranteed to produce feasible offspring. Hence, techniques have 

been developed to deal with the problem of infeasibility. An evolutionary algorithm 

may commonly cross the infeasible region of the search space by the use of a penalty 

function which does not entirely rule out infeasible solutions, but rather penalises them 

so that the search will always prefer a feasible solution when one is found (Michalewicz 

& Fogel, 1999). This is used to prevent the algorithm from getting stuck in 

circumstances where large numbers of infeasible solutions exist within the crossover 

neighbourhood of the current population. 

2.5 Summary 

 

In conclusion, it may be seen that a family of NP-hard optimisation problems is 

theoretically solvable by searching a tree of possibilities with polynomial depth and 

exponential width. In the event that the size of this tree cannot be reduced to a 

manageable size for a given instance or family of instances, whilst still maintaining 

proof of optimality or close approximation to it, it is necessary to accept the possibility 

that the value of a global optimum may remain unknown and make best use of 

processor time with an incomplete search of the problem space. This may be achieved 

by a number of randomised and/or deterministic strategies based on a localised 

perspective of the search space, perhaps guided by data gathered from previous 

iterations. These approaches, commonly referred to as metaheuristics or stochastic local 

search (SLS) techniques represent some of the most effective, contemporary methods 

applied to NP-hard combinatorial optimisation problems to date. 
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3   The Minimum Connected Dominating Set Problem 

in Wireless and Optical Networks 

 

 

3.1 Introduction 

 

This Chapter introduces the central problem of this research, that of minimising the 

number of nodes in a network backbone, such that each non-backbone node has a 

backbone neighbour (i.e. the backbone is reachable to all network nodes by traversing a 

maximum of one network link) and the sub-network of backbone nodes and links is 

connected (i.e. it is possible to construct a path between all backbone node pairs, such 

that every node in the path is a backbone node). The problem is referred to as the 

minimum connected dominating set (MCDS) problem and an example is given in Figure 

3.1, below.  

 

                  Fig 3.1(a) Example Network       Fig 3.1(b): MCDS Backbone 

   

Figure 3.1: A Minimum Connected Dominating Set (MCDS) 

 

A solution to this problem provides a simple, hierarchical, network design. Observe 

from the figure that data originating from non-backbone nodes or terminals may be 

transmitted directly to a backbone neighbour or relay (relays are marked black in the 

figure) and that the relay may route data on behalf of its terminal neighbours. 

Minimising the number of nodes in the network backbone serves to reduce the total cost 

of any additional hardware required at the relay nodes and/or reduce the computational 
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overhead for routing or broadcasting data across the network by restricting such 

processes to the backbone subgraph.  

 

Though the design above is a simple one, it may be further constrained to allow various 

levels of network redundancy/survivability in the event of node or link failures, to 

accommodate redesign problems or to allow for limitations in system capability at 

particular nodes. These are introduced later. However, in its basic form, the problem 

may be outlined as follows: 

 

In a graph G = (V, E), a set of nodes V  V is defined as a dominating set of G if, for 

every node u  V-V there exists an edge (u,v) in E such that v  V. If the subgraph 

induced by V forms a connected component of G, then V is a connected dominating set 

(CDS) of G. A minimum connected dominating set (MCDS) is a connected dominating 

set  C*, such that |C*|  |C| for all connected dominating sets C of G.  

 

The problem of finding an MCDS is NP-hard (Garey & Johnson, 1979). It may also be 

noted that the problem is fixed parameter tractable – or perhaps more accurately, that 

the equivalent maximum leaf spanning tree problem is. In this case, the fixed parameter 

k is the number of nodes not contained in the optimal CDS and the best known 

algorithm has complexity with an exponential factor of O(4
k
) (Kneis et al., 2008). Given 

that the number of terminals is normally a fairly large fraction of the total number of 

nodes n, this may be considered little improvement on the O(2
n
) complexity of 

exhaustive search, except in very rare cases where the graph is extremely sparse. In 

addition, the problem has no polynomial time approximation scheme or constant 

approximation ratio in the general case. Special cases of the problem can be shown to 

have constant performance ratios but even these are unacceptably large, yielding a 

strong argument for the use of heuristics for the problem. These are discussed in the 

context of relevant algorithms in the following section. 

 

Applications for MCDS include communications backbone maintenance in wireless 

networks and converter/regenerator placement problems in optical fibre networks. This 
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Chapter outlines the problem in both contexts and discusses algorithmic approaches 

specified in published literature on the subject to date.  

 

3.2 The MCDS problem applied to Wireless networks 

The vast majority of work on computing MCDSs for wireless systems is drawn from the 

field of Mobile Ad-hoc Networks (MANETs): also referred to as Ad-hoc Wireless 

Networks (AWNs) in the literature. An Ad-hoc network operates without the benefit of 

any physical (e.g. wired) network infrastructure or centralised network management 

system. This is in stark contrast to the cellular approach to wireless networking, where 

mobile devices serve only to send and receive data to/from a wired network backbone, 

which performs the tasks of routing and device location on behalf of the mobile nodes. 

In an ad-hoc network, the tasks of routing and network management must be performed 

by the wireless devices themselves. If two nodes are out of one another’s transmission 

range, then they must transmit data across the wireless network via some intermediary 

node or nodes. Consequently, an ad-hoc network may be categorised as a multi-hop 

network, on account of the several link transitions (or hops) a packet must make in 

order to reach its destination.  

 

The change in nomenclature from MANET to AWN is of some interest and has been 

motivated by a change in the use of ad-hoc networking. Originally, ad-hoc networks 

were intended for military (battlefield) use and search and rescue (disaster recovery) 

applications, where network devices are expected to be highly mobile. However, in 

more recent years, the use of ad-hoc networking has been applied to static, or almost-

static scenarios such as business meetings. This observation is of some interest as 

protocols for the former must be able to withstand frequent topological upheavals, 

whereas protocols for the latter do not. Mobility is not the significant feature of an ad-

hoc network. The significant feature is the lack of a centralised network management 

system or physical infrastructure.  

 

Das and others (Das et al., 1997; Das & Bharghavan, 1997; Sivakumar et al., 1998) 

propose the implementation of a virtual backbone or spine within an ad-hoc network to 

perform similar functions to that of the wired backbone in cellular networks. Nodes 
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within the virtual backbone perform administrative tasks such as maintaining routing 

tables, transmitting broadcast and multicast data and providing back-up routes in the 

event that a primary route between nodes becomes unavailable. In order to minimise the 

complexity of the routing process and prevent the problem of broadcast storms (Ni et 

al., 1999), it is necessary to make the virtual backbone as small as possible. In other 

words, to compute a MCDS by distributed means.  

 

There emerged a minor debate about the function of the virtual backbone. Wu and Li 

(Wu & Li, 1999) describe a means of calculating a connected dominating set whereby 

all data: unicast, broadcast and multicast, may be routed across the backbone, thus 

simplifying the routing task further. This led to a difference in understanding of the 

essential properties of a good CDS. If unicast routing is to be handled by the backbone 

nodes, then the CDS may be constructed to preserve the shortest paths across the 

network as much as possible. In accordance, later papers (Gandhi & Parthasarathy, 

2007; Dubhashi et al., 2005) propose the creation of a CDS with low stretch ratio: the 

value of the greatest increase in shortest path length, incurred by routing along the 

spine. However, this property is of secondary importance to CDS size and 

comparatively few published approaches attempt to minimise it. 

 

For many purposes, an ad-hoc network is modelled as a unit disk graph (UDG): A unit 

disk graph is a graph G = (V, E) whereby there is an edge between a node pair in V if, 

and only if, they are within one unit’s distance of one another. This provides a good 

approximation to actual AWN behaviour, although it does not allow for heterogeneous 

transmission distances, fading etc. More complex models are given in (Grout, 2005; 

Thai & Du, 2006) to allow for these factors. It may be noted that the approximation 

ratios obtainable by algorithms are dependent on the way in which the network is 

modelled. Constant approximation ratios have been obtained for UDGs but not for 

general graphs. This is illustrated in the following two subsections. 
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3.2.1 Maximal Independent Set (MIS) approaches for Unit Disk Graphs 

 

Essentially, the MIS approach belongs to a larger family of two-phase construction 

approaches to MCDS. The general idea is to create a dominating set and then to add 

further nodes to it, if necessary, to connect the backbone. The second phase of the 

problem is equivalent to solving the Steiner Tree problem for graphs i.e. connecting a 

fixed subset of vertices of the graph with minimal edge cost.  

 

A maximal independent set (MIS) or independent dominating set (IDS) is a dominating 

set without any adjacent node pairs. More formally a MIS of a graph G = (V, E) is a set 

of vertices V  V such that every node u  V - V  has a neighbour in V and every 

edge in E is incident on at least one node in V - V. This is not to be confused with a 

maximum independent set, which is the largest of all maximal independent sets of G. 

 

It could be noted that the use of an MIS as a starting point for MCDS appears somewhat 

counterintuitive. The objective for MCDS is to produce a dominating set with only one 

connected component, whereas a MIS is a dominating set whereby every node in the set 

constitutes a connected component. Hence the approach begins by locally maximising 

an objective it will attempt to minimise in the next phase.  

 

This illustrates the conflict between attempting to minimise the objective function 

heuristically and approximating it. It can be shown (Alzoubi et al., 2002; Marathe et al., 

1995; Wan et al., 2002) that for any UDG, a maximal independent set will contain at 

most 5|DSOPT| or 4|CDSOPT|+1 vertices, where DSOPT and CDSOPT are optimum 

solutions to the MDS and MCDS problems, respectively. A constant approximation 

ratio is then obtained by producing a MIS which guarantees that the number of nodes 

will be doubled at most in the second phase. The purpose of the MIS is not that it 

provides a good starting solution to MCDS in an objective sense but that it is guaranteed 

to have a linear size in respect to that of the optimum solution, for unit disk graphs. 
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3.2.2 Approximation Algorithms for General Graphs 

 

By contrast, the two algorithms proposed by Guha and Khuller (1998) deal with the 

case of general graphs and produce a CDS directly, or via a DS. The first of these is 

based on a simple heuristic, referred to as the add algorithm in (Grout, 2005), which 

grows a spanning tree starting with the highest degree nodes as the root. Pseudocode 

follows:  

 

procedure ADD 

 mark all vertices white 

 select the vertex u in V with the highest degree 

 colour u black and all u’s neighbours grey 

 while (there exists a white node in V) 

  select grey node u with the highest number of white neighbours 

  mark u black and u’s neighbours grey 

 end-while 

end-procedure 

Figure 3.2: Pseudocode for ADD 

 

At the algorithm’s termination, the black nodes form a CDS and the grey nodes are 

dominated by it. Unfortunately, it is observed that this simple algorithm demonstrates 

poor worst-case behaviour, with a performance ratio of O(). Hence the following 

modification is proposed. Define the yield of a node or node pair to be the number of 

white neighbours of that node or node pair. If a white node is present in both nodes’ 

neighbour lists it is only counted once. Guha and Khuller’s first algorithm, hereafter 

referred to as GK1 is as follows: 

 

procedure GK1 

 mark all vertices white 

 select the vertex u in V with the highest degree 

 colour u black and all u’s neighbours grey 

 while (there exists a white node in V) 

  select grey node or adjacent grey/white pair with highest yield 

  mark selected node(s) black and their neighbours grey 

 end-while 

end-procedure 

Figure 3.3: Pseudocode for GK1 
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The alteration effectively encourages the algorithm to explore new regions of the graph 

at each iteration, while ADD runs the risk of adding nodes in breadth first order, 

marking white nodes once per iteration, in the worst case. The GK1 algorithm obtains 

the approximation bound of (2H()+2)*|CDSOPT| where H() is the harmonic function: 

1 + 1/2 + 1/3 + … + 1/. 

 

The second of Guha and Khuller’s algorithms is akin to the MIS methods discussed in 

Section 3.2.1, as it first builds a dominating set and then solves the resulting Steiner tree 

problem if the dominating set is not already connected. However, the algorithm behaves 

more intuitively than the MIS approaches as the dominating set is constructed so that no 

node within it can be independent. Hence there can be no more than |DS|/2 connected 

components at the beginning of the algorithm’s second phase, where DS is the 

dominating set produced during the first phase. For the purposes of this algorithm, a 

piece is defined as a white (non-dominated) node or a connected component. At each 

step during the first phase, the node is selected which gives the greatest overall 

reduction in the number of pieces  

 

 procedure GK2 (phase 1) 

  mark all nodes white 

  while (no of pieces can still be reduced) 

   select node u giving greatest reduction in pieces 

   mark u black and u’s neighbours grey 

  end while 

 procedure 

Figure 3.4: Pseudocode for GK2, Phase 1 

 

It follows that a chain of two vertices may connect any remaining components of the 

DS. This is achieved recursively during phase 2 of the algorithm. The approximation 

bound achieved is (H()+2)*|CDSOPT|. 

 

Distributed implementations of these two algorithms are given in (Das et al., 1997; Das 

& Bharghavan, 1997; Sivakumar et al., 1998) and a centralised version is used for 

optical networks in (Carpenter et al., 2003). The algorithms presented in Guha and 

Khuller’s work are regularly used as benchmarks for testing the accuracy of distributed 

CDS algorithms (Dai & Wu, 2004; Dai & Wu, 2003; Ingelrest et al., 2005; Ingelrest et 
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al., 2007) and would appear to be considered the seminal work on MCDS 

approximation. 

 

3.2.3 Distributed Dominant Pruning Algorithms 

 

The algorithms in sections 3.2.1 and 3.2.2 have a common feature in that they add nodes 

to the dominating set at all stages. This may be carried out in a one-stage process (add 

nodes to the dominating set in such a manner as the set remains connected) or a two-

stage process (add nodes to a dominating set, without maintaining the connected 

property and then add further nodes to connect up any remaining components). The 

algorithms presented in this section, differ in the sense that they contain an adding stage 

and a pruning stage. That is, initially, nodes are added to the set in such a manner as to 

guarantee a CDS. Following this, dominant pruning rules may be established to identify 

whether or not a node may be removed from the set without violating the connectivity 

or domination constraints. The algorithm terminates when no more nodes can be 

pruned. Such algorithms essentially define a local search procedure, creating a locally 

optimal or minimal CDS for the search neighbourhood defined by a given rule. Such 

pruning rules are necessary for many algorithms which produce poor CDSs at the 

construction stage, due to simplistic, localised strategies for relay selection.  

 

Perhaps the best example is Wu and Li’s marking process (Wu & Li, 1999), which 

promotes a node into the CDS if it has two or more non-adjacent neighbours. The 

advantage of this process is that it requires only 2-hop neighbourhood information, (or 

1-hop if location information is included and a unit disk graph topology is assumed). 

Consequently, the construction of the initial CDS requires much less time than for 

algorithms mentioned in the previous two subsections. As pointed out earlier, Wu and 

Li also prove that this process will preserve all shortest paths across the network. 

However, it is also true that the marking process will select all nodes to join the 

dominating set, in the worst case (consider a square with a node at each corner). A more 

complex version of the marking process includes span (Chen et al., 2001), which marks 

a node if it has two neighbours unconnected directly or indirectly by nodes with higher 

priority values. 
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Methods to prune the dominating set are specified in (Wu & Li, 1999; Dai & Wu, 2004; 

Dai & Wu, 2003; Ingelrest et al., 2005; Ingelrest et al., 2007), but can all be considered 

cases of the generic rule k (Dai & Wu, 2003), which states that a node u may be 

removed if there exist some k vertices in its 2-hop neighbourhood such that every node 

in N[u] is adjacent to at least one of them, and they are connected by a component of 

dominating nodes with higher priority values than u. The original paper by Wu and Li 

(1999) gave a version of rule k where k <= 2. The generic rule can also be altered into a 

restricted rule k, which takes two forms, the most effective being due to Inglerest et. al. 

(2005; 2007). Here the component of dominating nodes must also reside within the 2-

hop neighbourhood of u, consequently easing the complexity of the computational 

process (albeit at the expense of a larger CDS in some circumstances).  

 

The behaviour of the pruning rules may be influenced by the use of a meaningful 

priority value for each node. For example, values based on node degree or residual node 

energy prove more successful than those based on arbitrary labels (Ingelrest et al., 

2005). It must be observed, however, that even the general rule k will not necessarily 

prune all nodes that can be pruned without creating an infeasible solution. The use of 

priorities is set in place to prevent disconnection by the simultaneous pruning of two or 

more nodes, which mutually cover one another’s neighbourhood. Only the node with 

lower priority will be dropped. However, in the case where coverage is not mutual, 

pruning does not take place unless the neighbourhood of the node with lowest priority is 

covered. 

 

3.2.4 Drop Algorithms 

 

This subsection covers a set of algorithms similar to pruning methods, but which start 

with all nodes in the dominating set and implement a more thorough approach to the 

selection of nodes to be pruned (or dropped in this context). Butenko et.al. (2003) 

observe that this approach ensures a valid CDS at all stages during the construction 

process, whereas even the localised marking process of Wu and Li (1999) requires an 

exchange of neighbour information before the initial CDS can be defined. As such, the 
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method can afford a certain level of complexity during the dropping process, 

particularly if the application in question is relatively static. 

 

At each iteration, the algorithm drops the node with lowest degree from the CDS and 

checks to see if the set remains connected and dominating using an O(m) breadth-first 

search algorithm. If dropping the node creates an infeasible solution, it is reinstated and 

fixed. Once a node is fixed it cannot be dropped under any circumstances. This results 

in a decrease in the number of selectable nodes at any stage, regardless of whether a 

node was successfully dropped or not. Pseudocode is given below: 

 

  procedure BUTENKO 

   Mark all nodes black and unfixed 

   do  

    drop unfixed, black node u with lowest degree 

    if (resultant set is not connected and dominating) 

     reinstate and fix u 

    else 

     mark u grey 

    end-if 

   until (all black nodes are fixed) 

  end-procedure 

 

Figure 3.5: Pseudocode for Butenko Algorithm 

 

Leaving the subject of ad-hoc networking aside, a similar algorithm also appears in the 

paper by Grout (2005), which examines a problem found in broadband access networks 

and based on work by Fowler (2001). This involves a novel approach to bridging the 

last mile in Internet communications whereby some subscriber nodes relay data on 

behalf of others. Grout observes a fundamental shift in the network design paradigm, 

whereby the classical cost-minimisation problem for wired networks, which consists of 

reducing the cost of network links (Kershenbaum, 1993; Cahn, 1998) changes to a 

problem of minimising cost at network nodes in wireless installations.  

 

In fact, Grout outlines two notable objective functions for cost minimisation in wireless 

networks, one minimising the number of internal network nodes (MCDS) and the other 

minimising the degree of the backbone nodes, which corresponds to the case in which 

directional antennae are employed. A third objective corresponds to minimising the 



 

 

47 

 

degree of all network nodes, but this is a simplified version of the classical, wired 

problem. The cost minimisation problem is modelled in a flexible form, using an 

interchangeable set of constraints. The algorithms specified are named ADD (Section 

3.2.2) and DROP and may be implemented in a distributed or a centralised manner 

(albeit with a reduced number of applicable constraints for the distributed variant of 

DROP). Constraints are categorised as add constraints or drop constraints according to 

the manner in which they may be violated. For example, a drop constraint is one that 

can only be violated when a node is dropped, given a feasible solution as a starting 

point. Consequently, it is possible to choose the more appropriate algorithm to suit a 

given problem’s constraints. 

 

The constraints introduced most significantly involve capacitive constraints based on 

estimations of traffic demand between each node pair, and redundancy constraints in the 

form of maintaining multiple paths between specified node pairs, though the latter are 

only pursued in approximate form. The two significant contributions of this paper are 

the recognition of a new and emerging breed of network optimisation problems, of 

which MCDS is a fundamental example and the adaptation of such problems to deal 

with complex constraints.  

 

3.2.4 Minimum km-CDS problems 

 

The redundancy constraints introduced by Grout are essentially static and based on 

requirements between locations, specified as an element of the problem’s input. 

However, another common form of redundancy constraint specifies requirements in 

terms of a node’s position in the network hierarchy, which is an element of the solution 

output in this case. A backbone can be designed to survive an arbitrary number of node 

or link failures – and a non-backbone node may require one or more backup dominators. 

This is of some importance in ad-hoc networking, as the mobility of nodes may cause 

regular disruptions to the network topology.     

 

Formally, the MCDS problem may be generalised as follows: An m-dominating set of a 

graph G = (V, E) is a subset V  V such that each node in V-V is adjacent to at least m 
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neighbours in V. The set is a k-connected m-dominating set (km-CDS) if there exists k 

vertex-independent paths between all node pairs in the subgraph induced by V. A 

minimum k-connected m-dominating set or minimum km-CDS is a set C* such that |C*| 

 |C| for all km-CDSs C of G. The MCDS problem is the special case where k=m=1. 

 

It follows from the theorem by Menger (1927) that a k-connected subgraph, as described 

in the previous paragraph will remain connected after deletion of any combination of k-

1 nodes or links. Hence a backbone computed in this manner will be able to survive k-1 

node or link failures. 

 

This fault-tolerance requirement has resulted in a slight shift in solution approaches 

from distributed to centralised, on the grounds that a complex constraint like k-

connectivity is hard to deal with by distributed means. An early approach (Dai & Wu, 

2006) proposes four distributed methods for the case where k=m. The first two, k-

Gossip and k-Grid, select nodes based on global network parameters such as number of 

nodes, area coverage, transmission radius and the value of k. Neither are guaranteed to 

find a k-CDS. The third algorithm, k-coverage, is a drop algorithm by nature, in that it 

begins with all nodes in the CDS and then attempts to use an altered version of rule 2 

(section 3.2.4) to reduce the set size. The process is only successful with very dense 

graphs. Finally, the fourth algorithm gives a method of customising any CDS algorithm 

for k-CDS by dividing the graph nodes into k colours and solving the CDS problem for 

the subgraph induced by each colour set. Again, this will not guarantee a k-connected 

result. 

 

Given the immense limitations of these early, distributed approaches, it is hardly 

surprising that centralised methods have gained popularity. The approaches found in 

(Shang et al., 2007; Wu & Li, 2008; Thai et al., 2007) use a common foundation based 

on maximal independent sets. That is, compute a 1-connected m-dominating set by 

computation of a sequence of m maximal independent sets, each with the nodes from 

the previous sets deleted. Then one of a variety of methods may be employed to 

augment the backbone until it meets the k-connectivity requirement. Whilst some effort 

has gone into the process of defining O(k) approximation bounds for these approaches, 
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it must be noted, as mentioned in section 3.2.1 that these bounds only apply in the case 

of disk graphs and that the use of maximal independent sets is both counterintuitive and 

performs poorly by comparison to other heuristics in practice (Wu & Dai, 2004).   

 

Aside from the MIS approaches detailed above, a greedy algorithm (Wu et al., 2007) is 

proposed whereby nodes with highest degree are added to the set until the connectivity 

and domination requirements are met. Following this, a pruning process removes nodes 

where possible, in a lowest-degree-first order. 

 

It is apparent that the study of k-connected m-dominating sets is still in its infancy, by 

comparison to the 1-connected counterpart. Some of the algorithms listed above are 

either immensely simplistic (almost naïve in some cases) or else limited by their 

restriction to certain types of graphs. In the next section, a second application of 

connected dominating sets is studied in the field of optical networking, where the 

problem cannot be modelled as a disk graph and more complex, centralised algorithms 

may be employed. 

 

3.3 The MCDS problem applied to Optical Networks 

 

The evolution of optical networks can be documented in three stages (Ramaswami & 

Sivarajan, 2001) based on the way different types of traffic are handled at the network 

nodes. In a first generation network, every node processes ingress, egress and transit 

data electronically, performing an optical to electrical conversion for transit and egress 

data, followed by an electrical to optical conversion for transit and ingress data. As a 

result, it was observed that the high bandwidth of wavelength division multiplexed 

(WDM) optical networks could not be effectively used because of the bottlenecks 

created by optical-electrical-optical (OEO) processing at each node. In second 

generation, or single-hop networks, these bottlenecks are eliminated by the use of 

lightpaths (Chlamtac et al., 1992). By contrast to first generation networks, only the 

ingress and egress data would be processed electronically. Transit traffic is routed in the 

optical domain solely by its wavelength, bypassing electronic processing at the internal 

nodes, known as optical cross-connects (OXCs). This meant, of course, that one could 
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only route data across the network if there was a path available such that a single 

frequency (or wavelength) was available on every link on the path.  

 

The second generation approach created two problems. Firstly, the need to find a 

continuous wavelength across an entire path on the network resulted in an increase in 

the number of blocked calls. Secondly, the optical signal quality is impaired on long 

haul links, increasing the bit error rate (BER) of the signal. The first problem can be 

solved by the use of wavelength conversion, which may be performed in the optical 

domain if necessary. The issue of where to place wavelength converters (WCs) is 

studied in (Yang & Ramamurthy, 2002; Subramaniam et al., 1998) and heuristics are 

suggested to reduce blocking probability, although Ramaswami (Ramaswami, 2006) 

observes that most calls are set up statically in real networks and that it is often more 

cost effective in practice to install more optical fibre to accommodate an infeasible call, 

than to install WCs.  

 

However, the problem with signal degradation is more significant. As a result, a third 

generation of multi-hop networks is proposed (Cerutti & Fumagalli, 2005), whereby 

impaired signals are regenerated at several points along the path. This may be achieved 

by an OEO conversion, or an all-optical (photonic) signal regeneration (Rochette et al., 

2006).  Since the cost of regeneration equipment is high, there is a significant advantage 

in reducing the number of nodes at which regeneration takes place. As discussed in 

section 3.2, the minimisation of internal nodes in a multi-hop network is equivalent to 

the MCDS problem.  

 

In order to represent the problem of sparse regenerator placement as an MCDS, the 

problem graph G = (V, E) is a set of vertices V, which represent the OXCs in the 

network and an edge set E such that an edge (u, v)  E if and only if there is an 

impairment feasible path between nodes u and v (Carpenter et al., 2003). A path is 

impairment feasible if a signal can be transmitted along the path without the BER 

exceeding some specified level. Observe that this graph may differ from the physical 

network topology; an impairment feasible path may consist of several links. It may also 

be noted that signal degradation increases with transmission rate (Cerutti & Fumagalli, 
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2005), so the need for regenerators in long haul networks is likely to increase as 

technology advances. 

 

3.3.1. Sparse Regenerator Placement 

 

The representation of sparse regenerator placement as an MCDS was first noted by 

(Carpenter et al., 2003). However, the emphasis of this paper was on the computation of 

the problem graph. Specifically, the paper studies means of predicting which paths will 

be impairment feasible for a given BER and network topology. The problems are then 

solved using the well-known centralised algorithms from Guha and Khuller and results 

are published showing a substantial reduction in the number of regenerators (reducing 

network implementation cost), compared to alternative methods. 

 

It is also the case that the minimum k-connected k-dominating set problem Mk-CDS 

(that is, the variant of Minimum km-CDS with k = m) is of some use in optical network 

planning as well as in the configuration of virtual backbones in Ad-Hoc Wireless 

Networks (Section 3.2.5). Using the graph transformation from the previous section, the 

solution to Mk-CDS would yield the most cost effective network design with a given 

number of alternative lightpaths across the network. This has the potential to assist with 

load balancing and to a certain extent, fault tolerance, although it is possible that there 

may still be single points of failure in the underlying physical topology since some 

information may be lost during transformation. A potential solution to this lies in the 

identification of Shared Risk Resource Groups, which may be represented using 

coloured graphs (Coudert et al, 2006). This representation introduces an extra level of 

complexity into the connectivity computations, and as a result is not addressed in this 

work. However, the techniques provided could easily be adapted for use with coloured 

graphs and the production of suitably efficient connectivity algorithms for graphs of this 

type is noted as a potentially beneficial area for future investigation. 

 

Additionally, it is of some importance that, unlike the online calculations for Mk-CDS 

as found in virtual backbone problems, the sparse regeneration problem is solved offline 

at the network planning stage. This means that, not only can centralised calculations be 
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used to compute the dominating set, but they can also employ algorithms with greater 

runtime and complexity. The example given in the next subsection combines an integer 

programming approach with a simple two stage heuristic to compute a k-CDS with far 

greater accuracy than the methods outlined in section 3.2.5.  

 

3.3.2 An Integer Programming Heuristic for Mk-CDS as applied to Optical 

Network Planning 

  

The following algorithm, due to Savasini et al. (2007) will be referred to as select and 

prune (S&P) and constitutes the most accurate published work on the approximation of 

minimum k-connected k-dominating sets to date. The algorithm has three distinct stages. 

Stage one, referred to rather confusingly as vertex cover in the original paper, is an 

integer program to compute a minimum k-tuple-dominating set, which may be defined 

as follows: In a graph G  = (V, E), a k-tuple-dominating set is a set of vertices V  V 

such that each node u  V has at least k neighbours in V. Note that this differs from a k-

dominating set as all nodes in V are required to have k neighbours in V, not just those 

in V - V. The integer program is as follows: Define vector r as a Boolean vector, 

whereby ri = 1 if node i is a regenerator and 0 otherwise. Also, let the n  n matrix A 

(=aij) be a Boolean matrix whereby each element aij = 1 if there is an edge between i 

and j and 0 otherwise. Then we can compute a minimum k-tuple-dominating set as 

follows. 
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Figure 3.6: S&P Stage 1 - Integer Program for Mk-tuple-DS 

 



 

 

53 

 

The use of k-tuples appears as a heuristic for reliability constraints in two other papers 

(Grout, 2005; Shang et al., 2007). This approximation relaxes the requirement for 

multiple paths between two endpoints by requiring only that both endpoints have k 

adjacent backbone nodes. Though this can sometimes give a close approximation, a k-

tuple-dominating set does not even guarantee 1-connectivity of the backbone nodes.  

 

Hence, a subsequent stage of the algorithm must k-connect the backbone, if it is not 

already k-connected. Note that if the backbone is k-connected at this stage, the solution 

is a global optimum. Otherwise, the first stage has established a lower bound on the 

optimum k-CDS size before the second stage, known as select begins. 

 

This stage is similar to the Steiner Tree approaches noted in section 3.2.1. However, the 

task at hand is to k-connect the network backbone. A shortest set of k vertex-disjoint 

paths is found between all endpoints of the network, such that the cost of every edge is 

1, the cost of every backbone node is 0 and the cost of every terminal node is 2n. The 

costs ensure that the k paths with the smallest total number of non-backbone nodes are 

found between each pair. A counter is maintained for every non-backbone node and 

accumulated each time it is found on one of the paths. At the point where all node pairs 

have been examined, the non-backbone node with the highest counter is promoted into 

the backbone. The process repeats until the backbone is k-connected.  

 

 procedure Select 

  while V not k-connected 

   for i = 1..n 

    count(i)  0  

   end-for 

   for all node pairs (u,v) in V 

    find k-shortest paths from u to v  

    for all terminal nodes i in k-shortest paths 

     count(i)  count(i) + 1 

    end-for 

   end-for 

   find node u such that count(u)  count(v)   v  V 

V  u 

  end-while 

 end-procedure 

 

Figure 3.7: S&P Stage 2 - Select 
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Finally, a pruning stage is introduced, similar to the Butenko algorithm in section 3.2.4. 

However, in this case nodes are selected at random for dropping, rather than in a lowest 

degree first order. Pseudocode follows: 

 

 procedure Prune 

  while (there is an unmarked node in V) 

   pick unmarked node u  V at random 

    V = V  - u 

   if (V not a k-CDS) 

    V  u 

    mark u 

end-if 

  end-while 

end-procedure 

 

Figure 3.8: S&P Stage 3 - Prune 

 

The algorithm is shown to perform in a manner far superior to Dai and Wu’s k-coverage 

algorithm (section 3.2.5), which is the only algorithm applicable, among those reviewed 

here, for the case of general graphs. The vast improvement given in dominating set size 

brings the conclusion that there is significant value in investigating more sophisticated 

centralised algorithms for the k-connected k-dominating set problem.     

 

 

3.4 Summary 

 

The MCDS problem occurs in network scenarios where the transmission distance of the 

physical media is somehow limited due to degradation of signal quality or obstruction. 

In essence, the wireless and optical problems are equivalent: there is a limit to the 

number of node pairs able to form an adjacency and therefore a two level hierarchy 

must be defined whereby some subset of nodes is assigned the role of propagating 

signals across the wider network. This scenario is different from traditional network 

planning problems due to the absence (or comparative insignificance) of edge costs and 

the existence of infeasible edges. It is necessary to further constrain this problem to take 

into account the need for a reliable network structure. In the traditional case, this was 
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the point at which simple, polynomial-time problems like minimum spanning tree 

(MST) became intractable. However, in the case of MCDS a further level of difficulty is 

introduced to an already complex problem.  

 

To date, the MCDS problem has been tackled solely with one-pass construction 

heuristics and very basic local search (iterative improvement) techniques. Construction 

search may take one or two phases – either to build a connected dominating set and try 

to cover as much of the graph as possible at each stage (the greedy criterion) as in add 

or GK1, or first to produce a dominating set, either greedily as in GK2, exactly as in 

select and prune, or by exploiting the approximation bound for maximal independent 

sets in unit disk graphs, and then subsequently to connect the dominating set. Iterative 

improvement strategies are demonstrated by the pruning and drop approaches but work 

in a slightly counterintuitive manner. Usually it is appropriate to search a 

neighbourhood of predominantly feasible solutions and check for an improvement in 

objective value but in the case of the pruning and drop procedures, a neighbourhood of 

improving solutions is produced and checked for feasibility at each step. Drop processes 

may be viewed, perhaps more accurately, as construction heuristics as well as iterative 

improvement approaches, whereby relays are classed as unassigned until they are either 

dropped or become fixed.  Even the more sophisticated S&P heuristic (section 3.3.2) 

involves essentially the same construction and local search approach: create a 

dominating set, then connect using some heuristic and subsequently prune using an 

iterative improvement procedure similar to that of Butenko. 

 

Most interestingly, even though the potential for centralised algorithms has been 

acknowledged in the literature, on no occasion do any of these methods employ an 

iterative strategy, as outlined in the previous section and commonly used on 

combinatorial problems. They are all one-pass construction heuristics, with a simple 

local search stage if the result is not guaranteed to be locally optimal. No attempt has 

been made to diversify the search for solutions using the kind of restarting techniques 

outlined in the previous Chapter or to introduce any random or deterministic variation 

into the algorithms’ behaviour in the hope of finding improved solutions. As such, the 

MCDS problem appears to be something of an empty canvas in metaheuristic terms. As 
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a consequence, it is the purpose of the remaining Chapters to investigate the possibility 

of improving upon the results obtained from these approaches using more powerful and 

sophisticated combinatorial optimisation techniques. 
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4                A New Multi-Start Algorithm for the Minimum 

Connected Dominating Set Problem 
 

 

 

4.1 Introduction 

 

The remainder of this research investigates centralised approaches to constrained 

variants of the MCDS problem and is organised as follows: Chapters 4 and 5 introduce 

algorithms for the MCDS problem in which only add constraints, defined as those 

constraints which may be violated by adding a node or link to a feasible solution (Grout, 

2005), are present. Chapter 6 introduces solution techniques for a more complete 

constraint set, including k-connectivity, k-domination and vertex disjoint paths. 

Chapters 7 and 8 look at techniques for finding globally optimal solutions for various 

constrained forms of the problem. Following this, Chapter 9 introduces a hybrid, exact 

approach to the k-connected k-dominating set problem, as found in regenerator 

placement problems for optical fibre networks. 

  

This Chapter first outlines a full constraint set in more detail, separating add constraints 

from drop constraints and noting when a constraint is encountered that may be violated 

in either manner. Then a simple multi-start algorithm is introduced based loosely on 

techniques used in the Tabu Search methodology (Glover & Laguna, 1997). The 

performance of this algorithm is compared to the approaches of Guha and Khuller 

(1998), introduced in the previous Chapter. 

 

4.2 Outline of Problem Constraints 

 

In this section, a list of known constraints for the MCDS problem is given, before they 

are classified according to the manner in which they may be violated. This work is 

based on the system introduced by Grout (2005) but includes a wider range of 

constraints taken from the literature. 

 



 

 

58 

 

 

4.2.1 Node Constraints 

 

An individual node may be constrained as follows. Define the Boolean relay vector r 

(ri) of length n, such that ri = 1 if node i is a relay and 0 if it is a terminal. A candidate 

solution to MCDS may be defined solely by its relay vector. For a given problem 

instance P, the set of possible solutions is equal to the set of possible relay vectors and 

has size 2
n
.   

 

This size may be reduced to some extent if certain nodes are constrained to take a fixed 

value. This is the case with redesign problems in particular, where relay (or regenerator) 

equipment may already be installed at some nodes. Such nodes would be constrained to 

take the value ri = 1. In addition, there may be circumstances where certain nodes may 

not become relays, due to lack of permission at a given site, perhaps. However, these 

are somewhat less likely. These two constraint types will be referred to as fixed relays 

and fixed terminals, respectively. 

 

To deal with the first situation, a Boolean fixed relay vector f (fi) may be defined such 

that fi = 1 if node i is constrained so that ri = 1 and 0 otherwise. The second 

circumstance may be handled similarly, with a fixed terminal vector t (ti) defined such 

that ti =1 if ri is constrained to take the value 0 and 1 otherwise. These two vectors may 

be included in the problem instance’s definition wherever the relevant constraints are 

required.  

4.2.2 Multiple Path Constraints 

Redundancy constraints may be defined between pairs of locations as part of the 

problem input. This would be applicable in circumstances where certain node pairs, 

perhaps administrative centres for the network, or pairs of nodes with a known high 

traffic flow between them, require a higher level of fault tolerance than the rest of the 

network. Such node pairs are specified as part of the instance definition, along with the 

number of redundant, or vertex disjoint paths required between them. In this case, the 

source and destination nodes are defined as fixed relays on the basis that adjacent 
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terminal nodes would achieve a second hand benefit from the extra level of connectivity 

between them. That is, the higher connectivity requirement naturally places the node 

pair in the upper tier of the network hierarchy. This requirement should be relaxed in 

circumstances where the number of such pairs is very high.  

The evaluation of such constraints is computable with complexity O(pm) per constraint 

by a modified version of the Ford-Fulkerson algorithm (Ford & Fulkerson, 1956), 

where p is the number of vertex disjoint paths required. Hence the approximate method 

of constraint evaluation given by Grout (2005) is unnecessary (This method involves 

the simpler requirement of constraining each source and destination node to have degree 

p)  

Multiple vertex-disjoint paths are easily introduced into the problem definition in the 

form of a list of triples (s,d,p), whereby s is equal to the constraint source, d is the 

destination and p is the number of paths required between them. Note that there is no 

distinction between source and destination for undirected graphs and that the node pair 

to be constrained may be listed in either order. 

4.2.3 Load Constraints 

A word ought to be included on the subject of load constraints as outlined by Grout 

(2005). These involve producing a matrix of projected traffic demands between all node 

pairs and a traffic capacity for each node and link on the network. The design is 

constrained so that it must be possible to route all projected data across the network 

without exceeding any of the capacities. Several observations may be made about the 

inclusion of these constraints. Firstly, for a given network topology and set of 

capacities, the problem of establishing whether or not the traffic demands can be met 

involves solving a multicommodity flows problem, which is NP-complete (Garey & 

Johnson, 1979). This brings about an exponential increase in the complexity of the 

problem assuming P NP. Secondly, though the heuristic approach to evaluation of this 

constraint employed by Grout runs in polynomial time, it would be difficult to 

implement over many iterations of a local search, or metaheuristic algorithm – with 

errors in approximation liable to increase dramatically over the course of a lengthy 

search. 
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However, from a practical perspective it may also be noted that traffic constraints of this 

nature are becoming less of an influence on the design of modern, optical networks, due 

to the high capacities of optical fibre available. These are gradually being superseded by 

survivability constraints (Resende & Pardalos, 2006) involving the establishment of k-

connectivity across the network. As a consequence, in order to maintain a polynomial 

limit on complexity of constraint evaluation and to keep the design process in line with 

the requirements of modern optical networks, load constraints have not been addressed 

by any of the algorithms presented here and are omitted entirely from the problem 

formulation. 

4.2.4 Connectivity Constraints 

Constraints on connectivity have been discussed in some depth during the previous 

Chapter. The network backbone may be constrained so that it can survive a given 

number of node or link failures, or be k-connected. Evaluation of such a constraint may 

be achieved in polynomial time although the degree of the polynomial varies according 

to the value of k. Thus the constraint is far easier to implement than the load constraints 

outlined on the previous section. 

4.2.5 Domination Constraints 

Additionally, the degree of domination may be specified as part of the problem input. 

This may or may not be equal to the required level of connectivity, although logic 

dictates that it should be if the same level of redundancy is required between terminal 

pairs as is required across the backbone.  

It may be noted here that connectivity and domination constraints are an inherent 

property of all MCDS type problems and their inclusion is not optional, as is the case 

with all other constraints outlined here.  

4.2.6 Classification of Constraints 

As mentioned in section 4.1, the constraints have been divided into two classifications 

in order to facilitate alternative solution approaches, dependent on the constraint set 
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present. However, the taxonomy of constraints given here introduces a third constraint 

category compared to the two given by Grout (2005). 

An add constraint is one which can only be violated by adding a node to a solution. The 

only add constraint listed here is the fixed terminal constraint.  It should be clear that 

dropping a node will never violate this type of constraint. Therefore, this constraint only 

needs to be evaluated during an algorithm step which introduces a node into the 

backbone. 

Conversely, a drop constraint may only be violated if a node is dropped from a solution. 

These include fixed relay, domination, and multiple path constraints. Note that there is a 

slight difference in the nature of these constraints. A fixed relay (and also a fixed 

terminal) constraint may be evaluated for a given node without consideration of the 

backbone/terminal state of any other node, whereas the remaining constraints create a 

level of interdependence between node states.  

Finally, the connectivity constraint is defined as volatile on account of the fact that it 

can be violated either by adding or dropping a node from the backbone. This is true in 

all cases for k>1 and for partial solutions with k=1. As a result, connectivity must be 

enforced or evaluated whenever changes are made to a solution. 

It is an important observation (Grout, 2005) that a problem instance containing only add 

constraints would be best solved by an add algorithm of the type introduced in section 

3.2.2, whereas problems featuring both add and drop constraints are better approached 

by a drop algorithm such as those presented in section 3.2.4. This fundamental 

limitation to the adding procedure is a consequence of the need to minimise the 

cardinality of the CDS. That is, given a feasible solution as a starting point, there is no 

value in adding further nodes to it. Even if add constraints are not violated, the objective 

value has still increased. However, the converse applies where drop algorithms are 

concerned. Given a feasible solution, there is every value in dropping a node without 

affecting feasibility as this guarantees an improvement in objective value. Therefore, a 

drop algorithm will operate entirely in the feasible region of the problem’s search space, 

terminating when nothing more can be legally removed from the backbone, while add 
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algorithms remain in the infeasible region, greedily reducing the extent to which 

constraints are violated until feasibility is achieved at the very last step of the process.  

A minor exception occurs in the case where a drop constraint causes no interdependence 

between nodes, such as the fixed relay constraint. Here, it is possible that the constraint 

may be handled by two-phase varieties of add algorithm, such as GK2 but not by ADD 

or GK1 as the initial, partial solution will not necessarily be connected. 

4.3 A Multi-Start Construction Method for MCDS with Add Constraints 

As mentioned in the introduction to this Chapter, a simplified version of the problem is 

tackled initially, using a 1-connected, 1-dominating CDS with add constraints only. 

Essentially, this is an attempt to produce a centralised algorithm, which will bring about 

an improvement in practical results over the algorithms of Guha and Khuller (1998). 

The remaining constraints will be introduced in Chapter 6.  

4.3.1 Construction Approaches to MCDS 

It may be noted, in reference to section 2.4.8, that the use of some variety of multi-start 

strategy is particularly desirable for this problem as it is easy to construct solutions, 

whereas the definition of local search neighbourhoods is comparatively difficult. That is 

to say, it is not immediately obvious how a move may be defined that both allows the 

possibility of reduction in the CDS size and guarantees feasibility for neighbouring 

solutions. There is, however, an array of construction algorithms already available for 

adaptation into multi start approaches, as outlined in the previous Chapter.  

Since add constraints are being considered in isolation, the drop and pruning techniques 

from sections 3.2.3 and 3.2.4 may be ruled out as an immediate approach. This leaves a 

choice between techniques described in 3.2.1 and 3.2.2. Of these, it should be clear that 

the MIS approach is inappropriate as the approximation bounds are unacceptably large 

and only apply to UDGs in any case. There is no obvious heuristic principle to support 

the use of maximal independent sets to reduce CDS size. Recall from section 3.2.1 that 

the use of MISs in the first stage of construction increases the likelihood of a large 

number of nodes being added during phase 2: a situation best avoided as MIS is already 

a very generous approximation to MCDS. 
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Consequently, the best choice of strategy for a multi start would be between a two-

phase domination-connection algorithm such as GK2 and a one phase connected 

domination method such as ADD or GK1. It seems, intuitively speaking, that a one-

phase approach would be easier to exploit adaptively, which would initially rule out 

GK2. In differentiating between GK1 and ADD, it is necessary to observe that GK1 was 

an attempt to overcome a weakness in the ADD algorithm, an example of which is 

given in Figure 4.1, below. 

 

Figure 4.1: Graph Exhibiting Weakness of ADD (Guha & Khuller, 1998) 

 

Consider the operation of the ADD algorithm on the graph in Figure 4.1.  The first step 

will select either node a or d, as they have the highest degree. Assume wlog that it picks 

a. Then it must select one of a’s neighbours labelled bi. At this point the algorithm can 

terminate at the global optimum within two steps – but only if it picks node ci next. As 

long as it continues picking a’s neighbours it will be adding needlessly to the CDS size. 

The performance ratio of the algorithm may become arbitrarily large, increasing 

proportionally to the value of the maximum degree . As soon as one of the c nodes is 

selected, the process will immediately pick node d on account of its larger degree and 

the algorithm terminates.  

 

The GK1 algorithm attempts to deal with this situation by reading two moves ahead. 

This deals with the case scenario in question but produces an algorithm with greater 

time complexity than that of ADD. It can also be noted that this difficult case could be 

more efficiently overcome by examining the set of grey vertices in a most-recent-first 

order, although it is doubtful that this strategy will yield an improvement for the 
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problem in general. Alternatively – and perhaps with more general applicability, a better 

approach might be to use a subsequent pruning strategy. A centralised variant of 

unrestricted rule k (section 3.2.3) would suffice in all but the extreme condition 

whereby alternative choices are exhausted before any node ci is chosen and 

consequently node d remains a terminal (Further local search possibilities are outlined 

in the following Chapter). In conclusion, it seems reasonable to sacrifice the look-ahead 

feature of GK1 for the sake of efficiency and produce a multi start algorithm based on 

the ADD algorithm on the grounds that what the construction algorithm does not do to 

deal with such situations, a local search phase can. 

4.3.2 Multi-Start Variant of ADD 

It is notable that many multi-start strategies produce massive perturbations during 

construction search. The prospect of applying an alteration at every step of a 

construction pass can result in huge perturbations between subsequent solutions. This is 

in stark contrast to the small neighbourhood moves exhibited by local search 

techniques. It follows that multi-start processes tend to diversify the search very 

aggressively, and that some intensification behaviour may be introduced into the 

process by reducing the number of perturbations during the construction pass. After all, 

the minimum requirement for a construction pass is that it assigns one variable different 

from the last (Glover, 2000).  

It may also be observed that there is the potential for a knock on effect in construction 

search. An alteration at one step of the construction may influence subsequent greedy 

choices, particularly for an algorithm like ADD, which makes choices from a limited 

neighbourhood based on prior decisions. Therefore, even when only one node choice is 

altered, the resulting solution may still be significantly different from that of the 

previous pass. This effect is clearly greater for alterations early on in the construction, 

the extreme example being the alteration of the first node, which will define the region 

of the graph in which the search begins and have the capability to introduce massive 

perturbations compared to alterations at subsequent steps. Hence, it may be considered 

that alterations early on in the search encourage diversification whereas alterations late 

in the search encourage intensification. 
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As a result of this an elimination-based, multi-start variant of ADD is proposed with 

increased control over diversification and intensification behaviour. The algorithm may 

then be used as a stand-alone process, or in conjunction with a subsequent local search 

heuristic, perhaps with different parameters settings to control algorithm behaviour for 

each. The process uses several memory structures to direct the search, enforcing 

perturbations systematically and one at a time. At a high level, the algorithm 

dynamically constructs a tree of alternate choices (or alterations) to nodes normally 

picked by the greedy search process. Each alteration takes the form of a pair (u, v) 

where u represents the new node to be chosen at iteration v. Each alteration represents a 

construction pass enforcing all of its ancestor alterations as well as its own. The tree is 

constructed according to the following rules: 

1) The value of v of any alteration i must be greater than that of its parent 

2) Node u must have been a valid choice at iteration v of its parent’s pass. 

3) The root alteration specifies the node to be chosen at iteration 1. 

  

 

procedure ADD (alt-list, k) 

 mark all vertices white 

 i  1 

 get first pair (u, v) from alt-list  

 colour u black and all u’s neighbours grey 

 get next pair (u, v) from alt-list 

 while (there exists a white node in V) 

  add k grey nodes with the most white neighbours to RCL(i) 

  if (v = i) then 

   colour u black and all u’s white neighbours grey 

   get next pair (u, v) from alt-list 

  else  
select grey node w with most white neighbours 

colour w black and all w’s white neighbours grey 

   end-if 

   i  i + 1 

end-while 

end-procedure 

 

Figure 4.2: Pseudocode for Modified ADD 
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For each pass, a list of alterations must be passed to the add algorithm in order to 

modify the course of its execution. In addition, the add algorithm must return 

information about the alternative choices it could have made. This is achieved by the 

add algorithm producing a set of RCLs with each pass, recording the best k node 

choices available at each iteration. Pseudocode for the modified ADD algorithm is 

given in Figure 4.2. 

The modified ADD algorithm produces a collection of r RCLs, where r is the number of 

relays selected by the pass (i.e. the number of iterations). Each RCL has k entries, 

constituting a pair (at, bt) where at is the index of the node in the RCL and bt is the 

quantity of its white neighbours at iteration t. If the pass is to create children and expand 

the tree, it will do so using the information contained in these lists. Additionally, for 

each alteration in the tree a local tabu vector l (l1,…,ln) is stored, whereby li = 1 for all 

nodes selected by ancestors’ passes and its own. Otherwise li = 0. Define the tree 

parameter w to be the number of children per parent. The process of growing the tree 

works as follows: all RCLs are scanned for the w highest values of b with la = 0. For 

each of these w entries, the corresponding values of at and i are used to create a child 

node for the pass. The condition la = 0 guarantees that the node will not have been used 

in any ancestor passes, so a minimum level of diversification is obtained. This process 

is depicted by the function GROW in the pseudocode in Figure 4.3. 

The growth of the tree must be restricted in order to control runtimes. It is possible to 

define a maximum depth dmax for the tree such that no more than dmax alterations may be 

made to the greedy solution. This restricts the exponential growth of the tree. More 

effectively, it may be useful to introduce a further strategy whereby poor quality passes 

do not bear children. A threshold  may be defined such that no alteration yielding a 

solution with r greater than rmin +  may bear children. Here, rmin is the best-known 

solution so far. This intensification strategy can reduce runtime considerably in practice 

and enable search at greater depth as a consequence. When search of the tree is 

complete, a new tree is built with a different first node i from the previous (as 

established by the requirement that gi = 0). This process is denoted by the function 

BUILD in Figure 4.3. The variable Tmax is defined to limit the maximum number of 

trees built and subsequently searched by the algorithm. Each tree is searched in depth 
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first order. Pseudocode for the algorithm, named MCDS/MS is given in Figure 4.3, with 

the variable T representing the current alteration being explored. 

 

 procedure MCDS/MS 

  g  s  smin  0 

trees  0 

  T  BUILD(g) 

  while (trees < Tmax) 

Create alt-list from T  //alts from T and T’s ancestors 

s  ADD(altlist, k) 

if (f(s) < f(smin) +  and depth(T) < dmax) then 

 GROW (RCLs, w, T) 

if (f(s) < f(smin)) then 

 smin  s 

 g  g  s 

else if depth(T) = 1 then 

 g  g  s 

end-if 

if (there is an unsearched node in the tree) 

T  Next(T) //DFS 

   else if (trees < Tmax) then 

    T  BUILD(g) 

   end-if 

  end-while 

 end-procedure 

Figure 4.3: Pseudocode for MCDS/MS 

 

This gives a degree of control over the intensification and diversification behaviour of 

the algorithm. For example, a large value of Tmax will ensure that plenty of new territory 

will be used as a starting point for the algorithm, encouraging diversification. A larger 

value for w will also encourage a degree of diversification by encouraging several 

trajectories through the construction neighbourhood. Intensification can then be 

implemented by the dmax and  values. A large value for dmax will encourage a continued 

search along each of the trajectories, while the lowering of  serves to focus this search 

upon potentially profitable areas. 

 

Conceptually, the algorithm seems to defy categorisation by the normal metaheuristic 

standards. Whilst it is usual for the extended search neighbourhood to grow 

exponentially with respect to the number of moves made on a solution, it is highly 

unusual for a search method to explore such territory with an exponentially growing 

number of trajectories. Either an algorithm such as exhaustive search will explore every 
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possibility in the entire neighbourhood, or a local search algorithm will select one path 

across it, based on a myopic pivoting rule. Population based techniques are essentially 

no different, exploring an exponentially growing extended neighbourhood with a 

constant number of candidates per generation (in juxtaposition to the paradigm of 

evolution). Consequently, this approach seems to lie somewhere between the exhaustive 

and local approaches: a tree of possibilities is defined but is not exhaustive, with its 

trajectories both limited in number and terminated should they fail to produce adequate 

solutions. This sacrifices the linear runtime of ordinary local search wrt the number of 

perturbations to the initial solution but affords greater intensity for the search process. 

The resulting algorithm is exponentially complex – but many orders of magnitude less 

time consuming than its exhaustive counterpart. 

 

This esoteric feature becomes particularly noticeable when the use of memory is 

considered. Memory structures are normally perceived as rigid, as in branch and bound 

or adaptive as in tabu search, whereby rigid structures are tree-like in nature and taken 

to be exhaustive of the possibilities while adaptive structures are entirely one-

dimensional and have limited retention capability. By comparison, here we have a non-

exhaustive, rigid approach to memory which lies somewhere between the two normal 

extremes. Consequently, the algorithm cannot really be classified as a tabu search 

method in the normal sense (as it has been in earlier papers) but must be considered an 

entirely new strategy evolved from TS principles. For simplicity it is referred to purely 

as a multi-start algorithm here since that is the only categorisation it fits into beyond 

reasonable doubt.  

 

4.4 Experimental Results 

 

The algorithm was tested against ADD, GK1 and GK2 for instances generated at 

random as follows. Node locations were generated at random and distributed uniformly 

within a unit square. Parameters were defined representing a maximum transmission 

distance MTD, expressed as a value between 0 and 1 relative to the length of the sides 

of the square, and a probability of adjacency LOS (denoting the likelihood of 

establishing a lightpath or line of sight between node pairs within MTD of one another). 
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An edge (u, v)  E iff the distance between u and v is less than MTD and a random 

variable [0,1) is less than LOS.  

 

 

Figure 4.4: An Example Test Instance (n = 100, MTD = 0.25, LOS = 0.8) 

 

4.4.1 Comparison of CDS Sizes 

 

Figure 4.5 compares the performance of MCDS/MS against ADD, GK1 and GK2 for 

graphs with a range of values for n and constant parameters MTD and LOS.  
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Figure 4.5: Mean CDS Size plotted against n for Constant MTD and LOS  

(MTD=0.2, LOS=0.8) 
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Here we can see a consistent improvement in dominating set size for the MCDS/MS 

algorithm for graphs with sizes between 100 and 500 nodes. Parameters for MCDS/MS 

were dmax = 4, w = 8, Tmax = 12 and  = 3. The multi start improves upon the single pass 

heuristics significantly, with ADD, GK1 and GK2 performing to roughly the same 

standard as one another. 

 

The same testing procedure was carried out for larger graphs, with the results displayed 

in figure 4.6. Here, the values of MTD and LOS have been reduced to simulate a larger 

area with a comparatively sparse network topology but remain constant for increasing n. 

The parameters for MCDS/MS are the same as for Figure 4.5 with the exception of a 

larger value of  = 4, to compensate for the increased variation in dominating set sizes 

for large sparse graphs. 
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Figure 4.6: Plots of CDS Size against n for Larger Graphs 

(MTD=0.1, LOS=0.5) 

 

Here, the results are still satisfactory but slightly less conclusive. Whilst MCDS/MS still 

outperforms the simpler algorithms there is a tendency for the improvement over GK2 

to reduce as the graph becomes larger. It is also clear that this appears to be due to an 

improvement in GK2 over the other two algorithms, as the improvement of MCDS/MS 

is still more or less constant in comparison to ADD and GK1. Consequently, the Figure 
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seems to indicate an improvement in the performance of the GK2 algorithm for large, 

sparse graphs. 

 

Having observed changes in algorithm behaviour wrt n, the question remains as to the 

effect of varying problem density for problems of constant size. In other words, 

increasing m for constant n. This is best achieved by varying the value of LOS, as the 

density is directly proportional to it, whereas variation of MTD would produce 

quadratic changes in edge density. Results are shown in Figure 4.7, with MCDS/MS 

parameters set as they were for the experiments in Figure 4.5. 
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Figure 4.7: Mean CDS Size against LOS for Constant n and MTD 

(n=200, MTD=0.2) 

 

The outcome is fairly conclusive here again with MCDS/MS outperforming the other 

three greedy algorithms. However, the improvement over GK2 is reduced for very 

sparse problems in the larger graphs from Figure 4.8 ( increased to 4 as in Figure 4.6).  

 



 

 

72 

 

60

70

80

90

100

110

120

130

0.4 0.5 0.6 0.7 0.8 0.9 1

LOS

M
ea

n
 C

D
S

 S
iz

e
 (

10
 r

u
ns

)
ADD

GK1

GK2

MCDS/MS

 

Figure 4.8: CDS Size against LOS for Larger Instances 

(n=1000, MTD=0.1) 

 

The only additional constraint applicable for all these algorithms is the fixed terminal 

constraint, covering the circumstance in which certain nodes may not be eligible for use 

as relays for some reason. The effect of such constraints upon the performance of the 

algorithms was tested by introducing an infeasible node probability IN, whereby all 

nodes in V were constrained to be fixed terminals with probability IN. The effect of 

varying IN was then observed for constant MTD, LOS and n. Results are shown in 

Figure 4.9. 
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Figure 4.9: CDS Size against IN for Small Graphs 

(n=200, MTD=0.2, LOS=0.5) 
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Figure 4.10: CDS Size against IN for Large Graphs 

(n=1000, MTD=0.1, LOS=0.5) 

 

A consistent improvement is observed again for MCDS/MS. Finally, Figure 4.10 shows 

a similar experiment for larger, sparse graphs with similar conclusions regarding the 

relative performances of MCDS/MS and GK2. Parameters are set as before, with  = 3 

for Figure 4.9 and  = 4 for Figure 4.10. 

 

4.4.2 Runtimes and Parameter Settings 

 

It is clear already that the runtime of this algorithm grows exponentially wrt dmax in the 

worst case. In fact, were it not for the pruning parameter , the number of iterations of 

the modified ADD algorithm could easily be calculated based on w, dmax and Tmax. 

Therefore, there is considerable benefit in analysing the effect on runtime and solution 

quality for different values of . 

 

An example is given in Figure 4.11, whereby values of  were altered for several 

different dimensions of tree (Table 4.1) and the runtimes recorded in each case. It was 

found that the runtime reduction is significant but more importantly, Figure 4.12 shows 

that the corresponding reduction in solution quality is very slight by comparison and 

often non-existent as in the case of  = 5. 
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Figure 4.11: Mean Runtime against   

(10 runs, n=500, MTD=0.2, LOS=0.2) 
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Figure 4.12: Variation of CDS Size with  

(n=500, MTD=0.2, LOS=0.2) 

 

 

It can be seen that the potential reduction on runtime is large and the impact upon 

performance only slight for  > 2. Obviously this will vary depending on the size and 

density of the problem instance but a good heuristic would be to increase  when the 

CDS size is expected to increase, i.e. for large sparse instances. This is confirmed in 

Figures 4.13 and 4.14, where the same tests are carried out for graphs with n=1000 and 
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lower values for the other two parameters. Here it may be observed that a favourable 

setting for  would be around 4 or above, although in contrast to the results in Figure 

4.11, there is a noticeable reduction in solution quality compared to the infinite case. 

 

Table 4.1: Tree Dimensions for Runtime Tests 

Tree W Dmax Tmax 

A 3 3 5 

B 4 3 9 

C 4 4 9 

D 5 4 12 
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Figure 4.13: Variation of Runtime with  

(10 runs, n=1000, MTD=0.15, LOS=0.15) 
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Figure 4.14: Variation of CDS size with  

(n=1000, MTD=0.15, LOS=0.15) 

 

The definition of the tree dimensions will be related to the problem size and the required 

levels of diversification and intensification for the algorithm. Clearly the highest degree 

of diversification will be obtained using large values for Tmax and w, whilst dmax may be 

increased and  reduced for intensification effects. The other parameter to be discussed 

is the setting of the RCL length k, which controls the number of possibilities the 

algorithm has to choose from when creating new alterations for the tree. It is likely that 

few possibilities will be needed of course, since at each pass it is only necessary to pick 

the best w choices from the union of all RCLs. Consequently it is suspected that a 

relatively small value for k should suffice. This conjecture is supported by the data in 

Tables 4.2 and 4.3, where results and runtimes are shown for trees with dmax=4, w=8, 

Tmax=12, =3 and a range of values for k. Note from Table 4.2 that there is little decline 

in solution quality for k > 4 and from Table 4.3 that there is a general tendency for 

runtimes to increase beyond this point. The graph types are given in Table 4.4.  
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Table 4.2: Mean CDS Size: 20 runs 

  Graph Type 

  A B C 

k
 

3 20.6 34 116.8 

4 20.35 34.05 116.3 

5 20.45 34 116.5 

6 20.35 34 116.5 

7 20.45 34 116.5 

8 20.45 34.05 116.5 

9 20.5 34 116.5 

 

 

Table 4.3: Mean Runtime(s): 20 runs 

  Graph Type 

  A B C 

k
 

3 7.54 16.48 17.37 

4 11.97 14.99 17.22 

5 11.89 14.68 18.2 

6 10.85 15.03 20.42 

7 11.59 17.5 22.81 

8 11.86 15.41 23.42 

9 12.19 14.98 24.14 

   

 

Table 4.4:  Parameters for Graph Types A, B and C 

Graph Type n MTD LOS 

A 200 0.2 0.8 

B 500 0.2 0.5 

C 1000 0.1 0.5 

 

 

4.5 Summary 

 

A beginning has been made on the use of constructive multi-starts for the MCDS 

problem and shown to improve upon the performance of single-pass heuristics in all of 

the tests implemented. This has been achieved by a complex search procedure following 

several trajectories through the space of partial solutions. A downside of this approach 

is the exponential growth of runtimes wrt the number of alterations performed during 
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any one constructive pass, although the detriment has been contained and controlled to 

at least some degree by the use of a pruning strategy. This pruning strategy may also be 

viewed as an intensification process whereby poor quality alterations are not pursued 

further, thus focusing search effort on trajectories yielding an immediate benefit (an 

approach roughly analogous to iterative improvement strategies in local search). The 

success of the algorithm may be qualified by a satisfactory containment of runtimes 

whilst still improving consistently upon the CDS sizes achieved by rival approaches. 
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5    A New Simulated Annealing Approach  

to the MCDS problem 
 

5.1 Introduction 

 

In this Chapter, the possibilities for local search are explored as a counterpart to the 

construction approach produced in the previous section. A simulated annealing 

algorithm is formulated and shown to improve considerably on the results obtained in 

Chapter 4 for the vast majority of instances tested. 

 

5.2 Strategies for Local Search 

 

It has been noted in Chapter 4 that some difficulty arises in the definition of an effective 

search neighbourhood for MCDS. The only local search algorithm produced to date is 

the pruning strategy implemented by Butenko et al. (2003), amongst others. It appears 

in various incomplete, distributed forms as rule k (Dai & Wu, 2004; Ingelrest et al., 

2005) and can be described generically as a process in which nodes are dropped from 

the CDS if it can be proved that the resulting solution is feasible. The method for the 

feasibility test varies according to the implementation and the amount of neighbourhood 

data available but essentially, all of the pruning strategies encountered in Chapter 3 take 

this form. 

 

In theoretical terms, this situation is rather interesting as it breaks away from the normal 

local search paradigm. Instead of testing a neighbourhood of feasible, or predominantly 

feasible, solutions and looking for a solution with a better evaluation, the local search 

techniques for MCDS test a neighbourhood of solutions with improving objective value 

and test for feasibility. As such, the pruning strategy may be considered another 

construction search as it has no potential for backtracking whatever. The problem of 

local optimality is increased significantly since the only solutions investigated are those 

with improving objective value; non improving solutions are not even investigated and 



 

 

80 

 

so the simple process of accepting degradations in solution quality (Sections 2.4.6-7) 

cannot be applied to this neighbourhood. 

 

5.2.1 Neighbourhood and Evaluation Function Definitions 

 

From a search point of view, it would certainly be useful to define some simple moves 

to exploit a wider space of possibilities. For example, exploring a neighbourhood 

produced by swapping two nodes introduces a potential to locate deeper starting 

positions for the pruning process and consequently improve the resulting solution. In 

addition, local optima could be escaped with the introduction of an add move, which 

would allow degradation in the quality of solutions during the search. However, both 

these moves present problems of their own when considered in isolation. Add moves 

obviously guarantee to degrade solution quality continually, while swap moves will 

produce endless plateaux, leaving a search along the swap neighbourhood utterly 

directionless, equivalent to a random walk. 

  

It is possible, however, to introduce a gradient into the swap neighbourhood artificially. 

That is, to differentiate between solutions with equal objective value by modifying the 

evaluation function. Define the coverage c of a candidate CDS to be the sum of the 

degrees of all its nodes. It is evident that a set with high coverage will have terminals 

dominated by a higher number of adjacent relays and that relays will have more relay 

neighbours, on average. Heuristically speaking, therefore, it is likely that more nodes 

may be dropped from a set with high coverage without affecting feasibility. Hence, the 

objective function for MCDS may be modified into an evaluation function that uses 

coverage to differentiate between sets of equal size, i.e. the objective function f(S): 

 

 
| | : a CDS of 

( )
   : otherwise

f
 

  
 

S S G
S  (5.1) 

 

may be modified into an evaluation function f(S) as follows: 

 

 
2 | | :  a CDS of 

( )
             : otherwise

m c
f

 
   

 

S S G
S  (5.2) 
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The size of the set is multiplied in equation 5.2 by a factor of 2m, the total degree of the 

graph, on the basis that the coverage can never exceed this value. Consequently, the 

value of c only becomes significant when comparing CDSs of equal size. 

 

Having introduced this modification, we may define three neighbourhoods based on 

add, drop and swap moves. Essentially, this may be thought of as a simple variety of 

variable neighbourhood search (Section 2.4.6), whereby local minima for the drop 

neighbourhood may be escaped by a swap move and local minima for drop and swap 

neighbourhoods may be escaped by add moves. It should be clear that, since all local 

minima can be escaped with one or more add moves, there is no real need to define any 

more neighbourhoods for this problem. An algorithm may then select a move from one 

of these three neighbourhoods at each step of the search.  

 

5.2.2 Penalty Functions 

 

A further alteration to the evaluation function may be implemented to deal with the 

common situation in which drop or swap moves produce infeasible solutions. As 

discussed in relation to evolutionary techniques (Section 2.4.9), it is possible to penalise 

infeasible solutions as opposed to ruling them out entirely and it would seem very 

useful to apply a similar strategy here, given that the drop neighbourhood in particular is 

likely to contain a high proportion of infeasible solutions. This would enable a greater 

mobility of search, providing an alternative route between basins in the event that local 

minima are very deep, without having to resort to numerous add moves in navigating 

between them. 

 

In particular, there are two ways in which the MCDS constraints may be violated. Either 

there exists a terminal with no relay neighbour, or the backbone itself is disconnected. It 

would appear that backbone disconnection would be the more difficult constraint to 

repair. However, in the event that a drop move maintains backbone connectivity and 

only disconnects a small number of terminals, it may be worth searching around the 

resulting infeasible solution in order to see if it leads to a better alternative. 
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Therefore, it is proposed to introduce a penalty of 4m per disconnected terminal, that is, 

double the evaluation cost of adding another node into the set. This way, the process of 

adding a relay to reconnect the terminal will still produce a reduction in evaluation cost 

and will consequently be favoured by the algorithm. Note that with this new function 

penalty, add moves may be used to reduce the evaluation cost as well as escape local 

minima. 

 

Similarly, it is useful to penalise the solution in the event that the backbone is 

disconnected, although, since this form of infeasibility is far harder to fix, the penalty 

should be much greater. Define  to be the number of connected components in the 

subgraph induced by S. A penalty of 2mn may then be introduced into the evaluation 

function, so that there is a space of feasible solutions for each value of , whereby all 

solutions for  = x have an evaluation less than those for  = x + 1. 

 

The introduction of this component is inherently very useful. It means that a search 

algorithm, using this evaluation function penalty, may use a disconnected dominating 

set as a starting solution and connect it up before optimising the size of the resulting 

connected dominating set. As such, it may not only replace the pruning stage of a 

process, but also replace the second construction phase of algorithms such as GK2 or 

S&P, which begin by constructing a dominating set. In addition, with a slight 

modification, the evaluation could be used for the generalised connected dominating set 

problem (Kouider & Vestergaard, 2004), which seeks the smallest CDS with    for 

some value . Consequently it is the versatility of the algorithm which is most 

noticeably increased by the introduction of this penalty. 

 

With these two alterations in place, the final form for the modified MCDS evaluation 

function g(S) is as follows: 

 

 
2 ( | | 2 ) : 0

( )
   : otherwise

m n z c
g

     
  

 

S
S  (5.3) 

 



 

 

83 

 

where z is the number of disconnected terminals, that is the number of terminal nodes 

without a neighbouring relay. The condition that g(S) =  when  = 0 takes care of the 

situation in which all nodes are terminals and consequently no subgraph is induced by 

S. 

  

5.2.3 Proof of Optimality Condition for g(S) 

 

As mentioned in section 2.4.6, in the event that a modified evaluation function is used 

for local search, it must be proven that an optimal solution for the evaluation function is 

optimal for the objective function. The proof follows: 

 

Lemma 1 For a graph G=(V,E) with |E| = m The total coverage, c of a solution S 

cannot exceed 2m 

 

Proof  The number of relays is bounded by the number of nodes.  Therefore the 

total degree of all relays cannot exceed the total degree of all nodes of 

the graph, which is equal to 2m.   

 

Lemma 2  For a connected graph G=(V,E), no solution S with disconnected nodes 

can yield a minimum value for g(S). 

 

Proof   Consider first the trivial case in which all nodes are disconnected (S  = 

 ).  In this case, 0   (as no subgraph is induced by S) and, from (5.3),  

g(S) = , and adding any node to S will reduce g(S) to a finite value.   

 

Next consider the case in which S is a non-empty solution with z 

disconnected nodes (0 < z < n). Denote by U the set of disconnected 

nodes and by N(U) the union of all nodes outside U, which are adjacent 

to one or more nodes in U (Figure 5.1). It follows that: 

   ( ) N U  (as U V and G is connected), 

( ) N U S  (there are no relays in N(U) as U is 

disconnected) and 
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( ) U N U  (there are no disconnected nodes in N(U)). 

 

 

Figure 5.1: The Sets U and N(U), with Relay Nodes Enlarged 

 

So N(U) is the non-empty set of connected neighbours of U. 

Now consider node v  N(U). Adding v to S (Figure 5.2), we obtain, 

from (5.3), 

( ) 2 ( 1 2 )S v S v S vg v m n z c        S S  and 

( ) 2 ( 2 )S S Sg m n z c   S S  giving 

   g(S+v) – g(S) = 2m(n + 1 + 2z) - c, 

  where  S v S     , S v Sz z z   , S v Sc c c   . 

Now: 0  (as v is adjacent to at least one relay - v is connected), 

1z    (as v is adjacent to at least one node in U by definition) and 

0c   (as c must increase on adding a relay to S), which gives 

    g(S+v) ≤  g(S) + 2m(0+1+2(-1)) - c 

    ( ) 2g m c  S  

( )g S .   
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Figure 5.2: Adding v to S 

 

Lemma 3  For a connected graph, G=(V, E), no solution S with more than one 

connected component can yield a minimum value for g(S). 

 

Proof   If an infeasible solution Sinf has  >1, then 

|Sinf|       2 (there must be at least one relay per component) and, from 

(5.3), 

g(Sinf)   2m(2n + 2 + 2z) - c  

=  4mn + 4m + 4mz - c   

>  4mn  (from Lemma 1), 

whereas for a feasible solution Sfeas, |Sfeas| ≤ n in (2) gives 

g(Sfeas)   2m(n + n + 0) - c  

  2mn + 2mn - c 

 < 4mn.   

 

Theorem  For any graph G=(V, E) a solution S yielding a minimum for g(S) will 

always yield a minimum for f(S) 

 

Proof   Consider two cases: 

(i.) G is disconnected, in which case f(S) =   for all S. 

(ii.) G is connected and by Lemmas 2 and 3, if g(S) is a 

minimum, S must be feasible i.e. =1, z=0 and c > 0.  

Now let Sg be any solution with minimum g(S) and let f(Sg) = k  
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If Sg is not a minimum for f(S) there must exist a feasible solution Sf with 

f(Sf)  k-1 and g(Sf)  g(Sg), which implies 

2 ( 1) 2 ( )f gm n k c m n k c        

2 f gm c c      

  cg  cf + 2m 

and, since cf > 0,  

cg > 2m, contradicting lemma 1  

 

5.2.4 A Simple Case Study 

 

Although g(S) was not conceived as a countermeasure to any particular class of problem 

instances or graphical features, it should be noted that a simple local search algorithm 

using this evaluation method would be highly effective in the situation highlighted by 

Guha and Khuller (1998) and studied in the previous Chapter. An example graph is 

given in Figure 5.3, whereby the add algorithm may perform very poorly.  

 

     

   (a) Problem Graph  (b) Common Solution  (c) Worst-Case Solution 

 

Figure 5.3: Guha and Khuller’s Example Revisited 

 

Referring to the Figure, it was observed in section 4.3.1 that solutions of the type 

illustrated in (b) could be pruned by many of the approaches introduced in Chapter 3 but 

that the worst-case solution depicted by (c) could not. In the case of solution type (b), a 

pruning strategy may drop nodes b1 and b3 without disconnecting the backbone or any 

of the terminal nodes. On the other hand, the solution illustrated in (c) is locally optimal 
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wrt the drop neighbourhood but not wrt the swap neighbourhood. Node d can be 

swapped with node b1, b3 or b4 with a corresponding reduction in g(S) due to node d’s 

higher degree. The resulting solution is then isomorphic to the solution in (b) and can be 

pruned accordingly. Consequently, the global optimum is reached in all cases. Most 

importantly, this confirms that a search algorithm using g(S) as its evaluation function 

could be paired with the add algorithm as a construction technique without any concerns 

about the add algorithm’s poor ability to deal with this type of topology. 

 

5.3 A Simulated Annealing Approach using g(S) 

 

For a local search algorithm to fully harness the potential of g(S), along with the three 

search neighbourhoods defined, to navigate the infeasible region and escape local 

optima, it is necessary for that algorithm to have the capability to accept non-improving 

solutions as a matter of course. This leads to the conclusion that simulated annealing 

would be an ideal approach to the problem. Besides being able to accommodate 

increases in evaluation value, the SA approach’s ability to define macroscopic detail at 

high temperatures and microscopic at low temperatures is ideally suited to the inherent 

scaling of the evaluation function. At high temperatures the SA algorithm would have 

the capability to break up backbone components. Then at medium temperatures it could 

disconnect nodes and explore a more restricted infeasible region before converging 

towards iterative improvement using the swap and drop neighbourhoods alone. In fact, 

it would appear that SA is the only available metaheuristic, at the time of writing, with 

the versatility to harness all of these features effectively. 

 

5.3.1 Efficiency Considerations 

 

In order to evaluate solutions, it is necessary to compute the values of , z, |S| and c for 

every move. It is helpful therefore, to establish the efficiency of computation for each of 

these parameters for standalone solutions, before establishing the extent to which this 

efficiency might be improved when computing incrementally under add and drop moves 

(given that swap moves constitute a combination of the two, their efficiency can be 

inferred from this information). 
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For standalone solutions, the computation of  requires a sequence of  passes of a 

breath or depth first search of the relay subgraph, with a total time complexity of O(m). 

Computation of z also requires O(m) time: either the edge lists of all relays must be 

scanned and terminals marked when covered, or the edge lists of all terminals scanned 

to look for an adjacent relay. The first of these methods may be preferred, as it requires 

exactly c steps, which enables the simultaneous enumeration of c. The value of |S| may 

also be enumerated during this process. 

 

However, huge efficiency gains are possible when evaluating under add moves. When a 

node u is added into a solution, for which the values of , z, |S| and c are known, the 

following are possible. Firstly, the values of  |S| and c may be evaluated in constant time 

by incrementing |S| and adding deg(u) to c. The value of z may be updated in O() time 

using some suitable data structure to mark disconnected nodes. The algorithm may scan 

v’s adjacency list and decrement z for each disconnected node found. In addition, z must 

also be decremented if node v was disconnected before addition to S.  

 

Finally,  may be updated in time O() if a labelling capability is added to the BFS or 

DFS algorithm described previously. That is, an integer vector  (1, …,n) may be 

defined such that each node i may have an associated component identifier i i.e. relays 

in the same component have the same value for i. Each node i in v’s adjacency list can 

then be scanned and the associated identifiers i recorded. The value of  is then 

reduced by the number of distinct values of i minus 1. If v was disconnected before 

being added to |S|, v may be set to the value one greater than the highest component 

identifier already used (this value is tracked by the variable  in the pseudocode in 

Section 5.3.4). That is, v now constitutes a new connected component of the relay 

subgraph.  

 

Drop moves are more complex, on account of the fact that there seems no way of 

updating  without using an O(m) BFS or DFS. However, the other values may be 

updated incrementally with the implementation of some simple data structures. Define 

the domination vector d (d1,…,dn) as an integer vector whereby di denotes the number of 
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adjacent relays for each node i. The value of di may be decremented on removal of node 

v, for every node i in v’s adjacency list and z incremented should any di = 0 as a result 

(the reverse process may maintain d and z for add moves). |S| will be reduced by 1 and c 

by the degree of v. 

 

5.3.2 Organisation of Moves 

 

The increased efficiency of the add operation can be harnessed to good effect if moves 

are implemented in a systematic order. Consider the following observation: The size of 

the add and drop neighbourhoods are bounded above by n, whereas the size of the swap 

neighbourhood is bounded by n
2
.  For any particular drop move, there exists a 

maximum of n-1 corresponding swap moves implementable by adding to the resultant 

solution. The complexity of dropping one node v from S is O(m), whilst the complexity 

of implementing all of the corresponding swap moves is also O(m), on account of the 

fact that the sum of the degrees of all nodes does not exceed m. That is to say, the 

computational complexity of evaluating the entire swap neighbourhood associated with 

one drop move is no greater than the complexity of evaluating the drop move in 

isolation. 

 

This leads to an ideal ordering for neighbourhood investigation. At each iteration i, the 

algorithm maintains a current solution S(i), along with corresponding values for (i), 

z(i), c(i) and |S(i)|, the vector d(i) and the component specification (i). A node u is 

dropped from S(i), creating a new solution S(i). The values of (i), z(i), c(i) and |S(i)| 

are computed along with d(i) and (i), requiring O(m) time. At this point, if the 

solution S(i) is feasible (that is, if (i) = 1 and z(i) = 0), it may be accepted 

immediately and become the new current solution S(i+1). Otherwise, the algorithm 

might begin to search the swap neighbourhood of S(i). A candidate list of terminal 

nodes is drawn up and for each node v in the list, the corresponding solution S(i)+v is 

evaluated as outlined in the previous section. If accepted by the metropolis criterion, 

S(i)+v then becomes the new current solution S(i+1). At iteration i+1, a new node u 

may be selected for dropping and the process repeated. 
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This organisation of the neighbourhood search makes good use of processor time but 

does not explore the add neighbourhood or any infeasible solutions in the drop 

neighbourhood. This can be rectified by a strategy in which any of the nodes v may be 

added back to S(i) instead of S(i), with some probability pmove. That is, the algorithm 

can elect not to drop node u with probability pmove for each node v. If the solution S(i)+v 

is accepted it becomes the new current solution S(i+1). The same probability can be 

used to specify that node v does not get added to the solution. As a result of which, the 

solution S(i) is evaluated and, if accepted, becomes the new current solution S(i+1). As 

an interesting side effect, in the event that both the option of not adding and not 

dropping are selected (with probability pmove
2
), the solution S(i) may survive until the 

subsequent iteration and become S(i+1). 

 

5.3.3 Pseudocode for Evaluation, Add and Drop Procedures 

 

In order to clarify the techniques introduced in the previous two subsections it is useful 

to include pseudocode for the modification of data structures in the standalone 

evaluation of g(S) as well as under add and drop moves.  

 

 procedure Initialise (G, S) 

  d    0 

    n 

  for all nodes u  S 

   c  c + deg(u) 

   for all nodes v  N(u) 

    dv  dv + 1 

   end-for 

  end-for 

  Let G be the subgraph induced by S on G 

 while (there exists a node v  S with v = n) 

  compute the BFS tree TBFS of G rooted at v  

  for all nodes w  TBFS 

   w   

  end-for 

   + 1 

  end-while 

     

 end-procedure 

 

Figure 5.4: Pseudocode for Standalone Evaluation of Solutions 
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For the standalone and drop subroutines, data structures are altered and g(S) evaluated 

as part of the same procedure, whereas for add moves separate procedures are used, one 

to evaluate the projected change in g(S) and another to modify the relevant data 

structures when a move is accepted. Pseudocode for the standalone procedure is given 

in Figure 5.4. 

 

The drop procedure requires an incremental update of d, c and z along with a complete 

re-evaluation of  and . Pseudocode is given in Figure 5.5. 

 

 procedure DropMove (G, S, u, d, c, z) 

   S  S – u 

  d  d 

  c  c – deg(u) 

  z  z 

  if (du = 0) then 

 z  z + 1 

end-if 

for all nodes v  N(u) 

   dv  dv – 1 

   if (dv = 0 and v  S) then  

    z  z + 1 

   end-if 

  end-for 

    0 

    n 

  Let G be the subgraph induced by S on G 

 while (there exists a node v  S with v = n) 

  compute the BFS tree TBFS of G rooted at v  

  for all nodes w  TBFS 

   w   

  end-for 

     + 1 

  end-while 

     

 end-procedure 

 

Figure 5.5: Pseudocode for a Drop Move 

 

Note that for the drop move, a duplicate set of data structures is maintained for the 

original solution S and the resulting solution S, to enable the efficient implementation 

of subsequent add and swap moves, respectively. In practice, this process may be 

performed by duplicating the solution data type, in which case the drop move may be 
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easier to implement by initialising the new solution (see MCDSSolution.cpp in 

Appendix A). 

 

Add moves are handled differently. First it is necessary to compute g(S), the change in 

g(S), in order to test a candidate add move against the acceptance criterion for the 

algorithm. It is necessary to store a list of the ids of components adjacent to the added 

node v during this process, for use in updating  if the move is accepted. This list is 

denoted by  in the pseudocode in Figure 5.6. 

 

  procedure AddEval(G, S, v, d, , c, z, ) 

  g(S)  2m – deg(v) 

    1 

      

for all nodes w  N(v) 

   if (dw = 0 and w  S) then 

    g(S)  g(S) – 4m 

   end-if 

   if (w  S and w is unmarked) 

     =  - 1 

    mark w 

      w 

   end-if 

  end-for 

  if (dv = 0) then 

   g(S)  g(S) – 4m 

   end-if 

unmark all ids i   

  g(S)  g(S) + 2mn 

 end-procedure 

   

Figure 5.6: Pseudocode for Add Move Evaluation 

 

Finally, it is necessary to define the procedure for adding a node to S in the event that a 

swap or add move is accepted by the algorithm. It should be noted that the complexity 

for this process is higher due to the O(n) complexity of relabeling , but since the 

acceptance of an add move can occur at most once in an iteration, this does not affect 

the overall conclusions regarding iteration complexity. Pseudocode for this process is 

given in Figure 5.7. 
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 procedure AddMove(G, S, v, d, , c, z, ) 

  S  S + v 

  c  c + deg(v) 

  for all nodes w  N(v) 

   if (dw = 0 and w  S) then 

    z = z – 1 

   end-if 

   dw = dw + 1 

  end-for 

  if (dv = 0) then 

   z = z – 1 

   v   

      + 1 

  end-if 

     +  

   if (dv > 0) 

   set v equal to the first element of  

  end-if 

if ( < 0)  

   mark all ids i    

   for all nodes j  S 

    if (j is marked) 

     j  v 

    end-if 

   end-for 

   unmark all ids i    

   end-if 

 end-procedure 

 

Figure 5.7:  Pseudocode for an Add Move 

 

For ease of implementation in practice, the large number of variables and vectors 

required for a solution may be stored in a class (see MCDSSolution.h in Appendix A) 

along with the methods outlined in pseudocode here. This approach enables robust 

testing of the fundamental graph manipulation and solution evaluation procedures 

before their implementation in a simulated annealing algorithm.  
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5.3.4 Candidate List Strategy 

 

Whilst it is true that the entire swap neighbourhood can be evaluated with the same time 

complexity bound as the drop neighbourhood, a further speedup can be achieved by 

limiting the number of nodes that can be added back into the candidate CDS once a 

drop move has been performed. Given that the solution resulting from a drop move is 

known to be infeasible if swap moves are under consideration at all, it is advantageous 

to locate potential relay nodes able to connect up any terminals which were 

disconnected when the node was removed. 

 

procedure CandidateList(G, S, u, d,) 

    0 

  L   

for all nodes v  N(u) 

if (v  S and dv = 0)   

for all nodes w  N(v): w  u 

 w  w + 1 

end-for 

  end-for  

  for all nodes x: x > 0  

L  x  

  end-for 

  Sort L in non-increasing order of x  #bucket sort 

  if(|L| > Lmax) then 

   delete the last |L| - Lmax nodes from L 

   end-if 

  while (|L| < Lmax) 

   select random terminal y  L 

   L  y 

  end-while 

 end-procedure  

 

Figure 5.8: Pseudocode for the Population of Candidate Lists 

 

A simple strategy involves a search around u’s two-hop neighbourhood N
2
(u), where u 

denotes the dropped node. Initially, N(u) is searched for nodes that have become 

disconnected when u was dropped. Then the neighbourhood of each disconnected node 

v  N(u) is scanned, and a counter w incremented for each node w  N(v) – u. Once 

the adjacency lists of all disconnected nodes have been scanned, nodes from N
2
(u) may 

be placed in the candidate list L in order of non-increasing w, up to a maximum list 
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length Lmax and excluding nodes with w = 0. In the event that candidate list is not filled 

by this strategy, remaining places can be filled by selecting terminals at random from V 

– S. This encourages diversification into the process whilst allowing the possibility of 

reconnecting the backbone with a node outside N
2
(u) if it has become disconnected. 

Pseudocode is given in Figure 5.8.  

 

5.3.5 The MCDS/SA Algorithm 

 

The final specification for the algorithm can now be defined with a suitable strategy for 

tracking best-known solutions, a cooling schedule and a halting criterion as follows: 

The best known solution may be tracked at each iteration by comparison to the new 

solution accepted. Nodes are dropped from the candidate CDS in systematic order, so 

that the algorithm attempts to drop each node once during every pass. At the end of each 

pass, the temperature T is reduced by the multiplicative factor  (0   < 1).  

 

The algorithm halts on satisfaction of two conditions. Firstly, a minimum number of 

passes Imin is defined in order to prevent the algorithm from converging prematurely on 

a poor quality solution. Secondly, there must have been no change in S over the course 

of the previous pass. The pseudocode in Figure 5.9 outlines the algorithm. 
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procedure MCDS/SA (G, S, T, , pmove, Lmax, Imin) 

 Initialise(G, S) 

 Sbest   

 i  0  

 while (there is a change in S or i < Imin) 

for all nodes u  S  

   S  DropMove(G, S, u, d, …)  

   if (z = 0 and  = 1) then 

    S  S 

    continue 

   end-if 

   L  CandidateList(G, S, u, d)  

   for all nodes v  L 

    a  random [0,1) < pmove 

    b  random [0,1) < pmove   

     if (!a and !b) then 

     g(S)  AddEval(G, S, v, d,…) 

    else if (!a and b) then 

     g(S)  AddEval(G, S, v, d,…) 

    else if (a and !b) then 

     g(S)  g(S) - g(S) 

    end if 

    if(g(S) < 0 or random [0,1) < exp(-g(S)/T)) then 

     if (!a and !b) then 

      S  AddMove(G, S, v,  d, …) 

     else if (!a and b) then 

      S  AddMove(G, S, v,  d, …) 

     else if (a and !b) then 

      S  S 

     end-if 

    end-if 

    if (g(S) < g(Sbest)) then 

     Sbest  S  

    end-if 

   end-for 

  end-for 

  T  T 

  i  i + 1  

 end-while 

end-procedure 

 

Figure 5.9: Pseudocode for the MCDS/SA Algorithm 
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5.4 Experimental Results 

 

The MCDS/SA algorithm was subjected to the same tests as the MCDS/MS algorithm 

in the previous Chapter. Variation of CDS size was observed relative to n, LOS and IN 

for two varieties of graph each (small, dense graphs and large, sparse graphs). 

Following this, experiments were performed to observe the effect of varying the 

algorithm parameters on both runtime and solution quality. 

 

5.4.1 Comparison of CDS Sizes 

 

Figure 5.10 shows the mean CDS sizes produced by MCDS/SA compared to 

MCDS/MS, ADD, GK1 and GK2 for small, dense graphs with values of n between 100 

and 500 and constant MTD and LOS. SA parameters were set as follows: T = 100,  =  

0.97, Imin = 40, Lmax = 20, pmove = 0.1. The initial solution for SA was provided by the 

ADD algorithm. 
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Figure 5.10: Mean CDS Size against n for Constant MTD and LOS 

(MTD=0.2, LOS=0.8) 
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Here SA results are comparable with those of the MCDS/MS algorithm and a 

substantial improvement is shown over the three greedy heuristics. However, when the 

graphs become larger and sparser the SA approach shows a very significant 

improvement over all four algorithms. This is demonstrated by Figure 5.11. 
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Figure 5.11: CDS Size against n for Larger Graphs 

(MTD = 0.1, LOS = 0.5) 

 

As in the previous Chapter, the algorithms were then compared over a range of values 

of LOS, with constant n and MTD. Figure 5.12 shows the results for small, dense 

graphs. 
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Figure 5.12: Mean CDS Size against LOS for Constant n and MTD 

(n=200, MTD=0.2) 

 

Figure 5.12 shows a definite improvement in solution quality for MCDS/SA as the 

graphs become more sparse, whilst MCDS/MS performs better as LOS approaches 1. 

For larger and more sparse graphs, the improvement given by SA is consistent, as 

shown in Figure 5.13. 
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Figure 5.13: Mean CDS Size against LOS for Large Graphs 

(n=800, MTD=0.2) 
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Once again there is a tendency for MCDS/MS to improve relative to MCDS/SA as LOS 

increases. More significantly, however, the improvement over GK2 is consistent for 

MCDS/SA, which was not the case for MCDS/MS. This seems to suggest that 

MCDS/SA does not suffer from the weakness which caused MCDS/MS to perform 

poorly on large, sparse instances. 

 

Finally, the algorithms were tested on problem instances with fixed terminals. Results 

are shown in Figure 5.14. 
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Figure 5.14: CDS Size against IN for Constant n, MTD and LOS 

(n=200, MTD=0.2, LOS=0,8) 

 

In general, the performances of the two metaheuristics are comparable, with perhaps a 

slight but relatively inconclusive tendency for SA to adapt to problems with fixed 

terminals better than MS. The situation changes in Figure 5.15, however. 
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Figure 5.15: CDS Size against IN for Larger Graphs 

(n=1000, MTD=0.1, LOS=0.5) 

 

Here the improvement for MCDS/SA is very consistent over all four alternatives, whilst 

the performance of MCDS/MS deteriorates considerably as IN increases. 

 

5.4.2 Runtimes and Parameter Settings 

 

In this section, the effect of algorithm parameters on runtime and solution quality is 

observed. To begin, a number of alternative cooling schedules were tested in order to try 

to establish good values for T and . Following this, variations in the minor parameters 

Imin, Lmax and pmove were also tested.  

 

Figure 5.16 shows the effect of various combinations of T and  on runtimes. As 

expected, runtimes begin to increase with higher values of T. The rate of this increase is 

governed by the value of . Very high values for both parameters begin to deteriorate 

runtimes unacceptably. 
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Figure 5.16: Runtime against T for Varied  

(n=200, MTD=0.2,LOS=0.8) 

 

The corresponding effect on solution quality is less predictable. Figure 5.17 shows good 

performance for  = 0.99 and low T, which is promising since the runtimes associated 

with these parameter settings are good. Unfortunately, as  is reduced, the results 

become unpredictable, with  = 0.97 being outperformed on occasions by  = 0.95. 
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Figure 5.17: CDS Size against T for Varied  

(n=200, MTD=0.2,LOS=0.8) 
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Figure 5.18 shows runtimes for several cooling schedules on larger graphs: 
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Figure 5.18: Runtime against T for Varied : Large Graphs 

(n=500, MTD=0.2, LOS=0.5) 

 

Here the runtimes become a little less predictable around T=10
3
 but the general 

tendencies are the same. Very high temperatures produce poor runtimes and high values 

of  exacerbate the situation. Corresponding solution qualities are given in Figure 5.19. 
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Figure 5.19: CDS Size against T for Varied : Large Graphs 

(n=500, MTD=0.2, LOS=0.5) 
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Again, the results are unpredictable, with the highest  outperforming the other two but 

the lowest value performing at a distinct second best! Low values of T around 10
2
 seem 

to be successful, generally speaking. 

 

These results are inconclusive regarding the parameter settings for . It is unlikely that 

definitive values for  can be established using the results found here and a degree of 

experimentation might be employed when attempting to solve a particular problem 

instance. However, there is some good news regarding temperatures; the algorithm 

performs best at temperatures with low corresponding runtime. 

 

Tables 5.1-3 show the effect of variation of the remaining three parameters, pmove, Lmax 

and Imin. Three different graph dimensions are tested (given in Table 5.4). 

 

Table 5.1  CDS Sizes and Runtimes for Different Values of Imin 

T=100, alpha=0.95, Pmove=0.1, ListLength=20 

 

Table 5.1a: Mean CDS Size: 20 runs  Table 5.1b: Mean Runtime(secs) 

 Graph Type 

 

 Graph Type 

A B C A B C 

I m
in

 

10 20.52 34.35 113.35 

I m
in

 

10 0.94 6.12 39.01 

20 20.46 34.3 111.5 20 1.44 7.5 55.32 

30 20.42 33.65 111.6 30 1.83 9.59 69.39 

40 20.24 33.9 110.8 40 2.46 12.82 73 

50 20.02 33.65 110.55 50 2.9 14.33 82 

 

 

It can be seen from Table 5.1a that an increase in Imin will normally improve solution 

quality, although some exceptions are found due to the randomised nature of the 

algorithm. There is a natural trade-off between the quality of solution and the runtime 

here. Forcing the algorithm into a longer search will increase the likelihood of it 

finding a good solution. 
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 Table 5.2 CDS Sizes and Runtimes for Different Values of Pmove 

T=100, alpha=0.95, Imin=40, ListLength=20 

 

Table 5.2a: Mean CDS Size: 20 runs Table 5.2b: Mean Runtime(secs) 

 Graph Type 

 

 Graph Type 

A B C A B C 

P
m

o
v

e 

0 20.58 34.45 113.3 

P
m

o
v

e 

0 2.26 11.98 75.36 

0.1 20.1 33.2 111.05 0.1 2.41 13.1 68.08 

0.2 20.08 33.25 110.15 0.2 2.39 12.2 67.21 

0.3 19.86 33.35 109.7 0.3 2.33 12.77 68.08 

0.4 19.94 33.55 109.75 0.4 2.23 12.28 63.88 

 

Table 5.2 shows the effect of varying pmove on runtime and solution quality. The 

tendency here is unpredictable. Types A and C show an improvement in solution 

quality as  pmove increases, whereas type B shows a deterioration from pmove = 0.1 to 

pmove  = 0.4. Alteration of pmove does not seem to have any consistent effect on 

runtimes. The only strong conclusion that can be drawn from these figures is that it is 

beneficial to have a nonzero value i.e. the algorithm performs considerably better 

when the add and infeasible drop neighbourhoods are explored with some probability.   

 

Table 5.3 shows similar results for the variation of Lmax. The results here are more 

conclusive, suggesting that there is little value in setting the candidate list length too 

large. Runtimes increase the longer the lists become and there is little or no 

corresponding improvement in solution quality as a consequence. 

 

Table 5.3 CDS Sizes and Runtimes for Different Values of Lmax 

T=100, alpha=0.95, Imin=40, Pmove=0.1 

 

Table 5.3a: Mean CDS Size: 20 runs Table 5.3b: Mean Runtime(secs) 

 Graph Type 

 

 Graph Type 

A B C A B C 

L
m

a
x
 

10 20.38 33.65 111.2 

L
m

a
x
 

10 1.97 9.99 59.34 

20 20.04 33.55 110.95 20 2.43 11.84 71.74 

30 20.02 33.65 110.75 30 2.81 14.93 86.24 

40 20.06 33.6 111.15 40 3.37 15.69 102.43 

50 19.92 33.75 110.7 50 3.73 17.79 110.98 
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Finally, Table 5.4 outlines the dimensions for the three graph types used in this section:  

 

Table 5.4.  Parameters for Graph Types A, B and C 

 

Graph Type n MTD LOS IN 

A 200 0.2 0.8 0 

B 500 0.2 0.5 0 

C 1000 0.1 0.5 0 

 

 

5.5 Summary 

 

A new simulated annealing approach has been developed for the MCDS problem using an alternative 

evaluation function to introduce a gradient into the extensive plateaux found in the problem’s search 

space, as well as tunnel through infeasible regions. Possibilities for the efficient, incremental evaluation 

of candidate solutions have been detailed, in order to reduce the complexity of constraint checking 

wherever possible. This has resulted in an efficient algorithm with the potential to conduct an extensive 

and focussed search of the set of candidate solutions.  

 

In the experimental tests, the MCDS/SA algorithm has brought about a vast improvement in solution 

quality for larger and more sparse instances of the MCDS problem, whilst still maintaining comparable 

performance with the technique introduced in the previous Chapter for smaller or more dense graphs. 

This constitutes a significant development in research into the MCDS problem, since the improvement 

over algorithms written prior to MCDS/SA is both substantial and consistent for all graphs tested. 
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6   GRASP and Simulated Annealing Approaches to the Minimum k-

Connected, q-Dominating Set Problem 
 

 

6.1 Introduction 

 

Having improved upon results for the MCDS problem in the previous two Chapters, it is now necessary 

to consider its more complex, k-connected counterpart, as outlined in Chapter 3.  First of all, two 

construction algorithms are produced: one single pass algorithm and one multi-start method. Following 

this, constraint evaluation methods are discussed, before the simulated annealing algorithm from the 

previous Chapter is modified to deal with more complex constraints. The result is a new, powerful 

approach to the Mkq-CDS problem for use in centralised applications. (Note that this problem was 

referred to in Chapters 3 and 4 by its more common name, Mkm-CDS. However, the letter m has been 

altered to q for use from this point, in order to avoid confusion between variable names. The letter m 

will be used to represent the number of edges of a graph)   

 

6.2 Drop and GRASP Approaches to Mkq-CDS 

 

It can be seen from Chapter 3 that there are few readily usable construction heuristics for the Mkq-CDS 

problem on general graphs. Section 3.2.5 gives several options but most of them either fail to meet the 

connectivity requirements, only achieve approximation bounds for unit disk graphs, work only with 

dense graphs, or in the case of S&P, use an exponentially complex integer program as their initial phase. 

The algorithm of Wu et al. (2007) is the notable exception and is essentially a variation on the drop 

algorithm by Butenko et al. (2003) for MCDS. This section begins by introducing a similar heuristic 

based on the Butenko algorithm, first published in June of 2007 (Morgan and Grout, 2007). 

Consequently, the methods introduced here may be considered the first readily usable heuristics for the 

Mkq-CDS problem on general graphs. 

 

Following the introduction of a single pass heuristic, a multi-start algorithm is produced based on the 

GRASP methodology, in an attempt to improve results. This mirrors the approach in Chapter 4, for the 
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MCDS problem. This GRASP algorithm is memoryless, and consequently much simpler to implement 

than MCDS/MS. 

 

In addition to the k-connectivity and q-domination constraints, the approaches used here may also 

accommodate all of the other constraints featured in the taxonomy in Chapter 4. A discussion of 

evaluation procedures for constraints is presented in section 6.3. 

 

6.2.1 The Mkq-CDS/GRASP Algorithm 

 

As discussed in Chapter 4, drop constraints such as k-connectivity and multiple paths cannot be easily 

handled by an adding algorithm such as those presented in sections 3.2.1 and 3.2.2. It is difficult to adapt 

algorithms like ADD and GK2 to produce k-connected results. However, it is relatively easy to modify a 

drop algorithm (section 3.2.4) in this manner. That is, to start with a large CDS that meets all the 

constraints required by the problem and to attempt to drop nodes from it iteratively. Pseudocode for such 

a process is given in Figure 6.1. The sets T and R are specified as the sets of fixed terminals and fixed 

relays, respectively. The set M denotes nodes that have been marked during the process. Obviously T  

R = .  

  

 procedure Mkq-CDS/Drop 

  S  V - T  

  M  R 

  while (M  S) 

   select node u  S – M with minimum rdg(u) 

   S  S – u 

   if (S is infeasible) 

    S  u  

    M  u 

   end-if 

  end-while 

 end-procedure 

 

Figure 6.1: Pseudocode for Mkq-CDS/Drop 
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Here rdg(u) is defined to be the number of relays adjacent to u. The time complexity of the greedy 

heuristic specified in Figure 6.1 is O(nf(n)), where f(n) is the complexity of the constraint evaluation 

process for a solution. The process may be adapted into a GRASP algorithm as follows (Figure 6.2): 

 

procedure Mkq-CDS/GRASP 

 Sbest  V - T 

 while (no improvement in |Sbest| for Imax iterations) 

  S  V – T       #A 

  M  R 

  while (M  S) 

     min(rdg(i))  i  S – M 

   randomly select node u  S – M with rdg(u) <  +   #B 

   S  S – u 

   if (S is infeasible) 

    S  u  

    M  u 

   end-if 

  end-while 

  #locally optimise S? 

  if (|S| < |Sbest|) 

   Sbest  S 

  end-if 

 end-while 

end-procedure 

 

Figure 6.2: Pseudocode for Mkq-CDS/GRASP 

 

Here a threshold  has been introduced such that nodes may be selected from an RCL populated with 

nodes from S – M with relay degree within  of the minimum (denoted by  in the pseudocode). This 

introduces the possibility of diversification required for a multi-start algorithm to yield different results 

for each pass. The behaviour of the algorithm may be controlled by variation of the values of  and Imax. 

A low value of  would produce behaviour similar to that of the greedy algorithm in Figure 6.3, whereas 

a high value may produce great diversity of solutions. 

 

To make the algorithm more adaptive, the line commented #B might be changed to introduce random 

variation in the threshold for each pass, such that  represents a maximum value as follows: 

 

randomly select node u  S – M with rdg(u) <  + random[0,) 
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Strategies like this are found to more successful in practice as they allow variation in the greediness of 

selection at each iteration (Resende & Ribeiro, 2003). Also the possibility of locally optimising each 

solution is indicated at the appropriate point in Figure 6.2. Methods for achieving this are discussed in 

Section 6.4. 

 

6.2.2 Random Initialisation 

 

Given that the time complexity of both the Drop and GRASP procedures are dependent on the 

complexity of the constraint evaluations involved, some significant improvements may be made to their 

runtimes. The complexity of constraint evaluation tends to be a function of |S| rather than n (although |S| 

= n in the worst case, e.g. at the beginning of any pass where T = ). The process can be speeded up by 

an attempt to find starting solutions which are feasible, but do not contain all nodes in V – T. The 

procedure in Figure 6.3 gives an alternative, randomised method of initialising solutions for a drop pass. 

  

 procedure Mkq-CDS/Rand 

  Initialise pr, pi 

  S   
  while (S is infeasible and pr<1) 

   for all unmarked nodes u  V – T 

    if (random[0,1) < pr) then 

     S  u 

    else mark u 

    end-if 

   end-for 

   pr  pr + pi 

  end-while 

 end-procedure 

 

Figure 6.3: Pseudocode for Mkq-CDS/Rand 

 

Here, relays are selected probabilistically, with the probability of selection (pr) being increased by the 

value pi until a feasible solution is found. This can be used in place of line #A from Figure 6.2 to reduce 

the necessity to evaluate constraints for very large CDSs. 
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6.3 Constraint Evaluation Techniques 

 

This section covers the evaluation of vertex disjoint (redundant) paths between node pairs in a graph. 

The constraint can be implemented in two forms, firstly where specific node pairs are constrained, and 

secondly when all node pairs of the graph are required to have redundant paths between them. It is noted 

that in this second case a reduction in runtime can be found compared to the process of evaluating all 

disjoint paths individually and that the extent of this reduction depends on the number of redundant 

paths required. The next subsection looks at individual evaluation of constraints. 

 

6.3.1 Vertex Disjoint Paths in a Graph 

 

Calculation of vertex disjoint paths can be implemented using a variant of the maximum flow algorithm 

of Ford and Fulkerson (1956). The maximum flow problem may be described as follows: 

 

Given a directed graph, G=(V, E), define a capacity ij for each edge (i, j)  E, representing an upper 

limit on the quantity of some commodity that can be transported across this edge from i to j. Given two 

nodes s and d  V, the maximum flow problem seeks to find the maximum quantity of the commodity 

that can be transported from s to d without exceeding the capacities of any of the edges in E.  

 

The problem of finding how many edge-disjoint paths exist between s and d can be solved using a 

simplified form of this problem, whereby all edge capacities are equal to one. The maximum flow is 

then equal to the number of edge disjoint paths between s and d.  

 

Vertex disjoint paths are slightly more complex and involve a transformation of the problem graph. For 

each node u  V, two new nodes are created in the transformed graph G= (V, E). These may be called 

the in-node and the out-node of u. An edge is created from the in-node to the out-node. For all edges (i, 

j)  E, an edge is created in G from the out-node of i to the in-node of j. The number of edge-disjoint 

paths from the out-node of s to the in-node of d in G is then equivalent to the number of vertex-disjoint 

paths between s and d in G. The number of vertices in G is equal to 2n and the number of edges in equal 

to m + n. 
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The Ford-Fulkerson approach continually increases the flow from s to d by searching for augmenting 

paths between the two nodes. This means that the algorithm has a high complexity for the general max 

flow problem, due to the dependency of the runtime on the magnitude of the maximum flow (that is, the 

number of times the flow must be increased). However, this is simplified a little in the case of finding 

edge disjoint paths as the flow will always increase by 1 if an augmenting path is available, up to a 

maximum of  (where  is the number of disjoint paths between the nodes).  

 

In the event that the number of disjoint paths does not need to be calculated and it is only necessary to 

discover whether or not k paths exists between s and d, then only k augmenting paths need to be found 

for the algorithm to terminate. Since the discovery of an augmenting path requires O(m) time, the overall 

complexity of evaluation is O(km). This complexity bound is also achievable for vertex-disjoint paths, 

since the size of G is constant with respect to that of G. 

 

Hence, if p vertex disjoint path constraints exist within a graph, with the maximum number of paths 

required between any node pair in a constraint denoted by kmax, the overall complexity of constraint 

evaluation is equal to O(pkmaxm). 

 

6.3.2 k-Connected Components in a Graph 

 

It is possible, by the method introduced in the previous section, to evaluate the k-connectivity of a graph 

in O(kn
2
m) using maximum flows. However, significant reductions can be made to this runtime, both in 

the general case and in specific cases where k is small. The general case may be simplified due to the 

theorem by Kleitman (1969), which may be cited as follows: 

 

G = (V, E) is k-connected if for any node v  V, there are k vertex disjoint paths from v to all other 

nodes in V and the graph G formed by removing v and all its incident edges is (k-1)-connected. 

 

This theorem leads to a recursive procedure, which may evaluate k-connectivity in O(k
2
nm): a vast 

improvement on the alternative mentioned above. However, further improvements can be made. The 

essence of the Kleitman theorem is that if there are k paths from some node u to all other nodes v in the 

graph, then any separating vertex set of size k-1 or less must contain u. A further observation by 
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Esfahanian & Hakimi (1984) states that it is only necessary to test for the existence of k vertex disjoint 

paths between mutually nonadjacent vertices in N(u) to establish that no such set exists. By selecting u 

to be the node with smallest degree in G, a time complexity of O((n + 
2
)km) may be achieved. 

 

Perhaps the most interesting development, however is the algorithm by Nagamochi & Ibaraki (1992), 

which does not compute k-connectivity but creates a spanning subgraph G of G with O(kn) edges such 

that G is k-connected iff G is. Furthermore, the creation of G requires only O(m) time. This takes the m 

factor out of the previous complexity bound and yields a time complexity of O((n + 
2
)k

2
n) for the 

computation of k-connectivity. More importantly, the value of  is kept small wrt n when flow 

calculations are carried out using G. 

 

There are several alternatives to this approach e.g. (Even & Tarjan, 1975; Henzinger et al., 2000; 

Gabow, 2006), most of them flow based, but there is nothing with time complexity any lower than 

O(kn
2
) for general k. Hence the technique described here is acceptable for small values of k and will be 

preferred on account of its simplicity of implementation and comparatively low constant factors. 

 

The O(kn
2
) bound may be improved upon for lower values of k, however. It has already been observed 

that one-connectivity is calculable in O(m) using BFS or DFS. More importantly, linear time bounds are 

also achievable for 2- and 3-connectivity. 

 

The two-connectivity method, known as the lowpoint algorithm, is due to Tarjan (1972) and based on 

the technique of depth first search. This approach is particularly powerful, as it requires only one pass of 

a DFS algorithm, albeit with the need to update a larger number of data structures than the one-

connectivity approach. It is relatively simple to implement and requires little more time than the one-

connectivity test. An implementation of this approach is to be found in the file “kconnectivity.cpp” in 

appendix A. 

 

Where 3-connectivity is concerned there are more alternatives and even some uncertainty as to the 

accuracy of published methods. The first paper claiming to have produced a linear time test for 

triconnectivity was that of Hopcroft and Tarjan (1973) although Gutwenger and Mutzel (2001) raised 

doubts as to its accuracy and published a number of amendments to the algorithm, to rectify the errors 
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observed. Additionally, a more recent commercial implementation, now found in the MAGMA library 

(Bosma et al., 1997) implements corrections to both of these techniques. Fortunately, this last set of 

corrections relates only to the specification of triconnected components (in the event that the input graph 

is not triconnected) and not to the triconnectivity test itself. Therefore, it is possible to implement a 

triconnectivity test without recourse to these unpublished corrections. The file “kconnectivity.cpp” in 

appendix A contains a simplified, fast implementation of the Hopcroft and Tarjan algorithm, using only 

the relevant amendment by Gutwenger and Mutzel. It is adequate for determining whether or not a graph 

is 3-connected, but does not specify separation pairs or triconnected components as part of its output.  

 

Alternative approaches for 2 and 3- connectivity may be obtained by the technique of open ear 

decomposition (OED) (Maon et al., 1986), which is recommended as an efficient parallel alternative to 

depth first search. An ear decomposition is a set of paths (or ears) labelled P0 … Pr so that P0 is a single 

edge and the endpoints of each path Pi are contained in some ear Pj where j < i. An open ear 

decomposition is an ear decomposition in which the endpoints of each ear are distinct, i.e. no ear is a 

cycle. Alternatively, another definition specifies path P0 as a cycle (equivalent to P0  P1 in the 

previous definition, above) and the remaining ears are simple paths. A graph is 2-connected iff it has an 

open ear decomposition. 

 

3-connectivity can also be tested efficiently in parallel using open ear decomposition (Miller & 

Ramachandran, 1987; Fussell et al., 1993), although implementation is far more cumbersome than for 

biconnectivity. These parallel approaches yield an alternative linear time sequential algorithm for 3-

connectivity but the constants are high. The method involves a nontrivial transformation of the problem 

graph into a set of r ear graphs, whose computation in linear time involves the construction of several 

ancillary graphs, and a solution for the notorious lowest common ancestor problem with linear time pre-

processing and constant time queries (Harel & Tarjan, 1984; Schieber & Vishkin, 1988; Berkman & 

Vishkin, 1993; Bender & Farach-Colton, 2000). This is far more laborious than the Hopcroft and Tarjan 

approach, which requires only 3 depth first searches and a bucket sort to compute. 

 

In addition to these linear time methods, there exists a quadratic time O(n
2
) algorithm for four-

connectivity using ear decompositions (Kanevsky & Ramachandran, 1991). The approach yields less of 

a general benefit in terms of efficiency, however, and its implementation is unwieldy and challenging to 
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say the least. Fortunately, a simpler, sequential approach to four-connectivity will also yield an O(n
2
) 

time bound using Kleitman’s theorem as follows:  

 

1) Create a spanning subgraph G of G in O(m) time using the Nagamochi & Ibaraki method. G 

has O(n) edges and is four-connected iff G is. 

2) Test for the existence of four vertex-disjoint paths from some node u to all other nodes in G 

in O(n
2
) time using maximum flows.  

3) Delete u from G, along with all its incident edges and test the resulting graph for 

triconnectivity in O(n) time using the Hopcroft and Tarjan algorithm. 

 

 

 

 

 

 

6.4 A Simulated Annealing Algorithm for Mkq-CDS 

 

Having established the available approaches to constraint evaluation, it is now possible to consider the 

modification of the MCDS/SA algorithm to deal with a full constraint set as defined in Chapters 3 and 4. 

This section begins by discussing the modified evaluation function from Chapter 5, to establish which of 

its elements may remain for the more complex constraint set. Following this, possibilities for 

incremental evaluation are explored, before the final algorithm is specified.  

 

6.4.1 Evaluation Issues for k-Connected Backbones 

 

The algorithm in Chapter 5 operates by the use of a complex evaluation function containing heuristic 

and penalty elements. The success of this function is based on a proof that an optimal solution for the 

evaluation function will also be optimal for the objective function. Unfortunately, this proof is based on 

properties of one-connected graphs that do not apply in the general k-connected context. The main 

problem is that a k-connectivity constraint is volatile for k>1 as observed in Chapter 4, and can be 
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violated by adding a node into the backbone. In the example that follows, only two-connectivity is 

considered, though it should be clear that the principles extend to higher levels of connectivity.  

 

 

Figure 6.4: A Fish-Shaped Graph with One Disconnected Terminal 

 

Consider the fish-shaped graph in Figure 6.4, with x nodes in a cycle comprising the body of the fish 

(marked b1 … bx) and a component of y nodes adjoined to the cycle at nodes b1 and b2, constituting the 

fish’s tail (marked t1 … ty). Each of the tail nodes ti, with the exception of nodes t1 and ty, has edges to 

node ti-1, ti+1 and b1. Node t1 has only one edge to node t2 and node ty has edges to nodes ty-1, b1 and b2. 

 

The relays are marked grey in the Figure and the backbone edges by the thicker lines. The backbone 

comprises the body of the fish and only one terminal node t1 is disconnected, hence the solution 

indicated is infeasible. In order to reconnect the terminal, one might naively suggest the addition of node 

t2 as a relay. 

 

However, once t2 is added to the CDS, the backbone is no longer 2-connected, which illustrates the 

volatile nature of the 2-connectivity constraint compared to 1-connectivity. In order to 2-connect the 

backbone, it is necessary to add further nodes in order to establish a second, vertex-disjoint path from t2 

to all other nodes in the body. This can only be achieved by adding all of the tail nodes, with the 

exception of t1 into the backbone. The result is illustrated in Figure 6.5. 
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Figure 6.5: Feasible Solution for the Fish-shaped Graph 

 

The significance of the fish-shaped example is that the solution in Figure 6.5 is the global optimum. An 

evaluation method like the one in Chapter 5, where disconnected nodes are penalised by a factor of 

twice the cost of a relay, would give the infeasible solution in Figure 6.4 a lower cost than the optimum 

solution. Hence the penalty must be increased if it is to be used at all for 2-connected scenarios.  

 

However, since the value of y may become arbitrarily large, the penalty for isolated nodes would have to 

be increased to n times the cost of a relay in order to be effective. That is to say any feasible solution 

would have a lower cost than a solution with a disconnected node. Clearly, the tunnelling behaviour 

outlined in Chapter 5 could not be implemented with such a large penalty, so it is far better to escape 

local optima by the use of adding moves rather than function penalties in the k-connected case. 

 

As a result, the evaluation function is simplified for the k-connected variant of the problem. The penalty 

factors may be removed, which is very convenient given that the enumeration of k-connected 

components becomes progressively harder as k increases. The heuristic factor based on coverage can be 

kept however, so a gradient can still be artificially introduced into the swap neighbourhood. The 

evaluation function to be used is analogous to f(S) in Chapter 5: 
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The important result of this it that, unlike MCDS/SA, the k-connected variant must be initialised with a 

feasible solution if it is to operate successfully and will only explore the feasible region of the search 

space during its execution. 

 

6.4.2 Incremental Constraint Evaluation 

 

As observed in Chapter 5, it is of some benefit to be able to evaluate solutions incrementally under 

certain kinds of move in order to increase algorithm efficiency. This section begins with a look at 

individual disjoint path constraints before analysing the intricacies encountered when dealing with k-

connected components. 

 

Given a feasible solution as a starting point, it follows that the number of vertex-disjoint paths across the 

backbone between two vertices can be reduced by at most one when a vertex is dropped (by definition, 

only one of a set of vertex-disjoint paths can pass through a given vertex). Consider the situation in 

which a constraint is violated. That is, before dropping node u, there were exactly p paths between nodes 

s and d for some path constraint (s, d, p). If there were more than p paths, the constraint could not be 

violated when u is dropped. A number of vertex-cutsets of size p-1 are created between s and d when u 

is dropped from the backbone. In this context, a vertex-cutset is defined as a set of vertices whose 

deletion would separate s and d. Note that there is no useful upper limit on the number of these cutsets, 

since node u might have been contained in any number of vertex-cutsets of size p when it belonged to 

the backbone. Two components can now be defined. Firstly, the component X consists of all nodes 

connected to s by a simple path which does not contain any node belonging to a vertex-cutset of size p-

1. The second component X consists of all nodes connected to d by a simple path which does not 

contain any node belonging to a vertex-cutset of size p-1. An example is shown in Figure 6.6 for p = 3. 
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Figure 6.6: The Components X and X 

 

It is clear that the addition of a node v can only satisfy the path constraint if it has neighbours in both X 

and X. Hence, path constraints can be evaluated incrementally in time O() for add moves, so long as 

membership of the components X and X is stored for any violated path constraints during the previous 

drop move. Also, note that since individual paths are a drop constraint, there is no need for any 

evaluation at all if the constraint was not violated before adding v. Therefore, path constraints can be 

evaluated extremely quickly when adding to a CDS. 

 

It is also fortunate that the computation of the two components X and X is simple. In fact, the Ford-

Fulkerson technique will naturally produce the set X during the course of its computation when 

evaluating the constraint from s to d. Therefore, when a constraint is violated, it is a simple matter to 

perform the same computation from d to s to produce X. 

 

The k-connectivity constraint is more difficult. Where the method of Esfahanian & Hakimi (1984) is 

used, it is possible to evaluate add moves incrementally by the method described above, recording the 

sets X and X for every violated path constraint in the O(
2
 + n) disjoint path computations. A node must 

have neighbours in all sets for the relay component to be reconnected in this case, which can be verified 

in O((
2
 + n)) time. It is an interesting observation that for any connected graph, the value of (

2
 + n), 

is most likely to be located between the values of m and n
2
, assuming  is reasonably small.  This places 
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the complexity of the incremental Esfahanian & Hakimi approach somewhere in between the best-

known bounds for testing 3- and 4-connectivity. It should be noted, however, that the graph reduction 

techniques by Nagamochi and Ibaraki cannot be used with the incremental calculation so the initial 

complexity of dropping a node would be increased from O((n + 
2
)k

2
n)to O((n + 

2
)km). Therefore, if 

constant length candidate lists are used, the time complexity must increase for each iteration of the 

algorithm’s inner loop in order to make the incremental method possible. 

 

As regards non-path-based approaches to connectivity testing, consider (naively) a similar approach to 

the method used in Chapter 5, whereby membership of a k-connected component is denoted by some 

identifier and the added node’s adjacency list is scanned. The example that follows is for 2-connectivity, 

but as in the previous section, the principles involved extend to higher values for k. 

 

In Figure 6.7, it can be seen that membership of a two-connected component is denoted by edges and not 

nodes as a separation node will belong to more than one component. Hence the scanning of adjacency 

lists is not sufficient to evaluate the 2-connected components ‘adjacent’ to node A or B in the example. 

However, by scanning the neighbours’ edge lists and increasing the computational complexity to O(
2
) 

it may be established that A is, in some sense, adjacent to components 1 and 10, whereas B is adjacent to 

components 2, 3, 6, 7, 8 and 9.  

 

Figure 6.7: Reconnection of 2-Connected Components 
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Unfortunately, this information is of no real value, since node A actually reconnects all the bi-connected 

components of the graph, whereas node B does not. The complexity of evaluating the impact of node 

A’s addition also requires analysis of every edge of the graph, so the incremental technique has 

complexity O(m), just like the standalone method.  Because of this, it is simpler to evaluate add and drop 

moves by the relevant, standalone process for 2 and 3 connectivity (Section 6.2). 

 

6.4.3 Algorithm Specification 

 

The essential structure of the MCDS/SA algorithm is maintained here, with a few simplifications as 

follows. Firstly, k-connected components are not tracked in this process, so there is no need for the 

vector  or any equivalent data structure. Secondly, there is no point in evaluating a drop move inside 

the inner loop, since the loop is only executed if the drop move produced an infeasible solution. Hence, 

there are only two types of move in the inner loop: add and swap. Finally, if some set of nodes D 

become disconnected after u is dropped, the subsequent candidate list may only contain nodes v such 

that D  N(v). Hence the candidate list length Lmax now represents a maximum value on the length of the 

list. If no nodes were disconnected, the list may be populated at random as before. 

 

This reduction of the average candidate list length is fortunate given that incremental evaluation of k is 

no longer possible. Due to the constant list size, the complexity of the inner loop is O(m) for k < 4, O(n
2
) 

for k = 4 and O((n + 
2
)k

2
n) for k > 4. Pseudocode is given for the various procedures in the sections that 

follow: 

 

procedure Initialise (G, S, k) 

  d  0 

  for all nodes u  S 

   c  c + deg(u) 

   for all nodes v  N(u) 

    dv  dv + 1 

   end-for 

  end-for 

  Let G be the subgraph induced by S on G 

   Test connectivity (G, k) 

end-procedure 

 

Figure 6.8: Pseudocode for Standalone Evaluation of Solutions 
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In Figure 6.8, the connectivity calculation has been encapsulated, since its specification varies according 

to the value of k. A Boolean variable  is introduced, whereby  = 1 if G is k-connected and 0 

otherwise. If additional path constraints are present, they may be validated as part of the connectivity 

calculation. 

 

procedure DropMove (G, S, u, d, c, z, k, q) 

   S  S – u 

  d  d 

  c  c – deg(u) 

  z  z 

  if (du < q) then 

 z  z + 1 

end-if 

 for all nodes v  N(u) 

   dv  dv – 1 

   if (dv < q and v  S) then  

    z  z + 1 

   end-if 

  end-for 

  Let G be the subgraph induced by S on G 

    Test connectivity (G, k) 

 end-procedure 

 

Figure 6.9: Pseudocode for a Drop Move 

 

Pseudocode for a drop move is given in Figure 6.9. The major change in this Figure from its counterpart 

in Chapter 5 is that the value of di is now compared against q when trying to establish whether or not 

node i has become disconnected. 

 

Evaluation of add moves will require an incremental calculation procedure if multiple paths are 

involved. It should be clear that relevant data for all sets X and X would need to be stored during the 

drop procedure for this to be possible. However, these processes are encapsulated again for the sake of 

simplicity.  

 

Pseudocode is given in Figure 6.10 for the add evaluation. Notice that there is no need to evaluate q-

domination since the candidate lists are only populated by nodes with the capability to restore the 
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desired connectivity level. Also, en exact value for g(S + v) must be computed, as opposed to the 

incremental value used in the previous Chapter.  

 

procedure AddEval(G, S, v, c) 

  g(S + v) = 2m(|S| + 1) – (c + deg(v)) 

  Let G be the subgraph induced by S + v on G 

   if (Gnot k-connected) then  

g(S + v)   

    end-if 

   end-procedure 

 

Figure 6.10: Pseudocode for an Add Evaluation 

 

 

procedure AddMove(G, S, v, d, c, z, ) 

  S  S + v 

  c  c + deg(v) 

  z  0 

    true 

  for all nodes w  N(v) 

   dw  dw + 1 

  end-for 

 end-procedure 

 

Figure 6.11: Pseudocode for an Add Move 

 

Finally, pseudocode is given in Figure 6.11 for an add move. The process is simpler than in Chapter 5, 

since there is no need to preserve information about connected components. It is a relatively simple 

matter of updating variables and altering the domination vector. 

 

The candidate list procedure should also be outlined before the algorithm is specified. This appears in 

Figure 6.12. Again, it is a simpler procedure with no sorting required. A new variable  is introduced to 

track the number of nodes that were disconnected when u was dropped. If one or more nodes were 

disconnected then only those 2-hop neighbours with the ability to reconnect all of these nodes are 

included in the candidate list. Otherwise, the list is populated at random. 

 

 procedure CandidateList(G, S, u, d, q) 
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    0 

  L   

for all nodes v  N(u) 

if (v  S and dv < q) then 

   + 1   

for all nodes w  N(v): w  u 

 w  w + 1 

end-for 

  end-for  

  if ( > 0) then 

   for all nodes x: x =   

if (|L|< Lmax) then 

L  x  

      end-if 

   end-for 

   else 

   while (|L| < Lmax) 

    select random terminal y  L 

    L  y 

   end-while 

  end-if  

 end-procedure  

 

Figure 6.12: Pseudocode for Population of Candidate Lists 

 

The specification for the final algorithm is given in Figure 6.13. As discussed, the main changes are to 

the inner loop, commented #A in the pseudocode. The loop is simplified a little by the option of only 

two types of move at each iteration. Also, this reduces the number of random variables required. Other 

than that, the algorithm is essentially similar to MCDS/SA. 

 

 

procedure Mkq-CDS/SA (G, S, k, q, T, , pmove, Lmax, Imin) 

 Initialise(G, S) 

 Sbest   

 i  0  

 while (there is a change in S or i < Imin) 

for all nodes u  S  

   S  DropMove(G, S, u, d, …)  

   if (z = 0 and  = 1) then 

    S  S 

    continue 

   end-if 

   L  CandidateList(G, S, u, d, q)  

   for all nodes v  L   #A 
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    a  random [0,1) < pmove      

  if (!a) then 

     g(S)  AddEval(G, S, v, d,…) – g(S) 

    else  

     g(S)  AddEval(G, S, v, d,…) – g(S) 

    end if 

    if(g(S) < 0 or random [0,1) < exp(-g(S)/T)) then 

     if (!a) then 

      S  AddMove(G, S, v,  d, …) 

     else  

      S  AddMove(G, S, v,  d, …) 

     end-if 

     break 

    end-if 

    if (g(S) < g(Sbest)) then 

     Sbest  S  

    end-if 

   end-for 

  end-for 

  T  T 

  i  i + 1  

 end-while 

end-procedure 

 

Figure 6.13: Pseudocode for the Mkq-CDS/SA Algorithm 

 

 

 

 

 

6.5 Results 

 

As discussed earlier, at the time these algorithms were developed, there were no published methods for 

the general Mkq-CDS problem. As a result of this, the algorithms were tested against each other. Since 

the method of Wu et al. (2007) is the only real rival published since, and that method is essentially the 

drop algorithm with a more aggressive, greedy variant of the Mkq-CDS/Rand procedure used to 

generate an initial solution, this method of testing remains. The performance of the SA and GRASP 

approaches are evaluated according to their percentage improvement over results obtained using a single 

pass of the drop algorithm. Where the problem graph is small and k = q, it is possible to test against the 
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more sophisticated and accurate method of Savasini et al. (2007) but such tests will be left to a later 

Chapter. 

 

The parameters for SA were set in a similar fashion to those used in Chapter 5. The value of pmove was 

set to a higher value of 0.3, since add moves are now the only means by which local optima can be 

escaped. The other variables were T = 100,  = 0.97, Lmax = 20, Imin = 40. The GRASP parameters were 

 = 3, Imax = 20. Both GRASP and drop procedures were initialised using the Mkq-CDS/Rand procedure. 

 

Table 6.1 shows runtimes and CDS sizes for values of n between 200 and 1000, and for values of k 

between 2 and 4. For k<4, all three algorithms are tested, whilst GRASP is not tested for k=4 on account 

of the larger runtimes required for testing. The value of q is kept at 1 for these tests and the graphs are 

reasonably sparse, with MTD = 0.2 and LOS = 0.5. It is unlikely that four-connected problem graphs 

would be produced by the random procedure if these values were lowered any further. 

 

 Substantial improvements can be observed for the SA algorithm, with CDS sizes over 30% better than 

the drop algorithm for the majority of cases. This is compared to a 10% improvement for GRASP. These 

improvements also seem to become more pronounced as the value of k increases, showing that SA has a 

slightly superior ability to deal with more complex connectivity scenarios, in addition to a general 

tendency to produce vastly improved solutions.    

 

Table 6.1: Mean CDS Sizes and Runtimes for Variable n and k (20 runs) 

 

k n Mean CDS size Mean Runtime (secs) % Improvement  

    Drop SA GRASP Drop SA GRASP SA GRASP 

2 

200 44.30 32.20 38.85 0.13 1.34 6.31 27.31 12.30 

300 47.70 33.60 41.85 0.21 1.71 10.68 29.56 12.26 

400 51.55 35.15 44.45 0.33 2.10 17.63 31.81 13.77 

500 51.05 36.00 45.80 0.50 3.03 25.69 29.48 10.28 

600 53.05 36.75 48.05 0.67 3.43 35.38 30.73 9.43 

700 56.75 37.95 49.65 0.91 3.76 54.47 33.13 12.51 

800 57.30 39.10 50.85 1.25 4.73 66.09 31.76 11.26 

900 58.55 40.20 53.20 1.57 5.50 85.11 31.34 9.14 

1000 58.75 40.70 53.95 2.10 5.80 92.25 30.72 8.17 

                  

3 200 55.25 42.85 49.20 0.43 4.00 24.60 22.44 10.95 
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300 56.60 41.70 50.35 0.79 4.69 35.97 26.33 11.04 

400 61.70 41.80 52.90 0.99 6.07 51.24 32.25 14.26 

500 60.55 41.45 53.75 1.31 5.42 60.78 31.54 11.23 

600 62.50 42.15 55.50 1.41 7.12 83.34 32.56 11.20 

700 65.25 43.05 57.00 1.90 7.99 105.46 34.02 12.64 

800 66.05 43.90 58.85 2.34 8.84 127.33 33.54 10.90 

900 66.50 44.90 59.65 2.72 10.67 156.84 32.48 10.30 

1000 68.75 45.10 60.50 3.36 11.08 152.82 34.40 12.00 

                  

4 

200 68.55 57.55   10.83 72.58   16.05   

300 67.60 53.10   22.19 64.38   21.45   

400 72.70 51.45   21.53 71.31   29.23   

500 72.10 50.20   23.62 65.07   30.37   

600 71.75 49.75   28.37 68.21   30.66   

700 75.80 50.05   25.82 72.29   33.97   

800 76.55 50.90   26.69 75.06   33.51   

900 77.50 50.75   29.14 81.33   34.52   

1000 79.40 51.70   27.25 83.32   34.89   

 

 

It is also encouraging that the runtimes for the SA algorithm are little greater than those for the drop 

algorithm. This is due to the fact that SA processes far smaller relay components than drop and the 

complexity of constraint calculation is a function of the relay component size and not that of the 

problem graph. Observe also that the increase in runtimes is less significant for k = 4 than for k < 4. This 

is due to the fact that edge density increases significantly with n for constant MTD and LOS, whilst the 

size of the relay component grows only slightly. For k = 4, the complexity of constraint evaluation is 

dependent only upon n, whereas the complexity of constraint evaluation is dependent on m for k < 4. 

 

Table 6.2: Mean Runtime and CDS size for Variable k and q  

(n=200, MTD=0.3, LOS=0.8, 20 runs) 

 

    Mean CDS Size Mean Runtime (secs) % Improvement  

k q Drop SA GRASP Drop SA GRASP SA GRASP 

1 1 14.40 10.15 11.85 0.05 0.50 2.36 29.51 17.71 

2 
1 17.10 10.90 13.80 0.07 0.62 3.43 36.26 19.30 

2 22.90 16.25 19.60 0.07 0.71 3.13 29.04 14.41 

3 

1 22.15 14.00 17.40 0.14 1.26 6.03 36.79 21.44 

2 26.35 18.50 22.55 0.12 1.85 5.88 29.79 14.42 

3 31.55 23.75 27.95 0.12 2.64 5.86 24.72 11.41 

4 1 27.25 16.70 21.35 0.55 5.54 26.92 38.72 21.65 
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2 30.25 20.65 25.95 0.59 7.83 25.97 31.74 14.21 

3 34.00 25.10 30.35 0.60 10.64 26.46 26.18 10.74 

4 39.20 30.30 35.45 0.58 14.73 30.37 22.70 9.57 

 

 

Table 6.2 shows similar data for various values of k and q for small dense graphs. The improvement in 

CDS size is still significant but appears to tail off as the domination number increases. Runtimes also 

increase for the SA algorithm as q increases, due to the increase in relay component size over the course 

of execution. This effect is most noticeable for k = 4, on account of the increased complexity of 

calculation. 

 

Table 6.3: Mean Runtime and CDS size for Variable k and q  

(n=200, MTD=0.3, LOS=0.8, 10 runs) 

 

    Mean CDS Size Mean Runtime (secs) % Improvement 

k Q Drop SA GRASP Drop SA GRASP SA GRASP 

5 

1 32.00 20.90 26.10 1.00 7.74 50.71 34.69 18.44 

2 37.70 24.90 31.30 0.96 12.31 40.47 33.95 16.98 

3 39.40 28.60 33.70 0.83 16.52 54.89 27.41 14.47 

4 42.70 32.80 38.50 0.97 21.10 45.01 23.19 9.84 

5 47.10 38.40 44.00 1.15 28.54 47.96 18.47 6.58 

6 

1 40.30 24.50 29.50 1.95 14.41 107.19 39.21 26.80 

2 40.70 28.60 34.30 2.22 17.64 96.76 29.73 15.72 

3 43.70 31.80 38.40 1.89 22.99 78.95 27.23 12.13 

4 48.30 35.30 41.90 1.61 30.15 94.31 26.92 13.25 

5 50.00 40.10 46.40 2.17 39.16 89.32 19.80 7.20 

6 55.80 45.60 51.40 2.38 57.54 95.40 18.28 7.89 

Table 6.3 shows similar data for larger values of k. Again, the increase in runtime is notable for higher 

levels of connectivity, along with a reduction of improvement over the drop algorithm as q increases.  

 

Table 6.4: Mean Runtime and CDS size for Variable k and q  

(n=500, MTD=0.2, LOS=0.8) 

 

    Mean CDS Size Mean Runtime (secs) % Improvement 

k q Drop SA Drop SA SA 

1 1 31.80 21.35 0.29 2.12 32.86 

2 
1 37.60 23.35 0.40 3.00 37.90 

2 47.10 34.55 0.40 3.77 26.65 
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3 

1 44.40 29.95 0.68 7.94 32.55 

2 52.95 38.05 0.71 7.88 28.14 

3 64.00 48.05 0.73 10.42 24.92 

4 

1 55.40 35.75 5.24 37.65 35.47 

2 62.20 43.15 6.20 61.74 30.63 

3 70.25 51.15 5.86 93.38 27.19 

4 80.20 62.40 6.73 141.79 22.19 

5 

1 69.20 44.40 9.65 60.81 35.84 

2 70.60 50.30 10.77 66.01 28.75 

3 75.40 56.70 10.43 99.87 24.80 

4 86.20 65.90 10.98 175.84 23.55 

5 95.90 76.60 13.58 231.46 20.13 

6 

1 78.20 50.90 19.68 88.23 34.91 

2 80.00 57.40 20.42 112.19 28.25 

3 87.50 63.90 17.89 162.82 26.97 

4 90.80 71.00 21.91 204.14 21.81 

5 100.40 79.70 25.03 273.11 20.62 

6 111.20 90.50 27.08 436.63 18.62 

 

 

Table 6.4 and 6.5 give similar data for larger and more sparse problem instances. The GRASP algorithm 

is omitted from this part of the analysis as its performance has been shown to be consistently inferior to 

SA, whilst its runtime is also higher. For these tests, mean values were taken over 20 runs for k < 5 and 

over 10 runs otherwise. A similar tendency may be observed to that in Table 6.3, whereby both runtime 

and improvements deteriorate significantly as q increases. Again the runtime increase is most noticeable 

for the higher values of k due to the greater complexity of computation involved and the larger relay 

components required to meet the problem constraints. 

Table 6.5: Mean Runtime and CDS size for Variable k and q  

(n=1000, MTD=0.2, LOS=0.5) 

 

    Mean CDS Size Mean Runtime (secs) % Improvement 

k q Drop SA Drop SA SA 

1 1 54.70 39.40 1.31 5.59 27.97 

2 
1 59.30 40.60 1.59 5.61 31.53 

2 83.30 62.00 1.77 11.87 25.57 

3 

1 67.10 45.00 2.71 11.40 32.94 

2 87.80 64.70 2.53 13.90 26.31 

3 113.60 84.70 3.05 20.24 25.44 

4 

1 78.80 51.30 24.25 84.77 34.90 

2 95.60 68.50 32.27 154.29 28.35 

3 115.10 86.50 31.54 319.51 24.85 
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4 139.90 106.10 48.12 504.10 24.16 

5 

1 92.90 61.40 62.89 73.86 33.91 

2 105.80 74.50 60.82 116.31 29.58 

3 122.80 91.40 73.18 193.19 25.57 

4 143.90 109.70 79.38 386.32 23.77 

5 167.60 129.40 106.34 701.82 22.79 

6 

1 107.00 72.40 103.87 152.93 32.34 

2 118.90 82.50 106.46 171.83 30.61 

3 131.20 97.50 118.84 247.60 25.69 

4 151.80 113.40 125.11 386.19 25.30 

5 170.20 132.30 143.59 741.79 22.27 

6 191.50 150.90 189.85 1386.49 21.20 

 

 

In addition to this, Table 6.6 shows how the algorithm deals with the fixed form of disjoint path 

constraint. Here a variable npath denotes the number of randomly selected vertex pairs to be constrained. 

Each of these constrained vertex pairs required 4 vertex disjoint paths between them. The rest of the 

backbone was required to have either 2 or three connectivity. The effect of increasing npath was then 

recorded and the results shown in the Table. 

 

It can be observed from the results that the improvements deteriorate as the number of path constraints is 

increased. Runtimes can be seen to increase as expected. The SA algorithm outperforms GRASP with a 

consistency similar to that found for general connectivity constraints. SA is seen to be the more 

powerful algorithm in terms of both runtime and solution quality. 

 

 

Table 6.6: Mean CDS Size and Runtime for Variable npath 

(n = 500, MTD = 0.2, LOS = 0.5)  

    Mean CDS Size Mean Runtime (secs) % Improvement 

k npath Drop SA GRASP Drop SA GRASP SA GRASP 

2 

0 52.35 36.10 46.95 0.50 2.90 21.97 31.04 10.32 

2 61.45 41.55 53.95 0.74 6.90 41.09 32.38 12.21 

4 64.65 46.25 58.50 0.86 10.35 41.29 28.46 9.51 

6 69.85 49.80 62.25 1.02 12.47 47.78 28.70 10.88 

8 71.65 53.25 64.45 1.28 15.09 62.61 25.68 10.05 

10 74.25 56.60 67.35 1.34 17.67 74.74 23.77 9.29 

12 77.10 60.05 71.00 1.49 22.04 71.42 22.11 7.91 

14 79.60 63.80 74.45 1.82 23.44 94.55 19.85 6.47 
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16 82.70 67.15 77.25 1.96 26.65 97.87 18.80 6.59 

18 84.85 69.30 79.10 2.04 26.91 103.00 18.33 6.78 

20 87.10 71.80 81.70 2.25 29.66 100.94 17.57 6.20 

3 

0 62.00 42.30 53.85 1.21 6.39 63.04 31.77 13.15 

2 67.50 45.75 58.20 1.47 10.41 77.12 32.22 13.78 

4 69.00 48.60 61.55 1.65 13.92 80.86 29.57 10.80 

6 75.30 52.40 64.65 1.85 18.27 90.92 30.41 14.14 

8 74.20 54.90 67.00 2.14 19.55 104.44 26.01 9.70 

10 77.10 58.50 69.55 2.43 23.51 108.79 24.12 9.79 

12 78.75 61.80 72.70 2.75 26.47 138.42 21.52 7.68 

14 81.35 64.35 74.85 2.71 32.58 135.72 20.90 7.99 

16 84.35 67.50 77.95 2.67 32.41 164.29 19.98 7.59 

18 85.60 70.30 79.65 3.48 38.90 161.73 17.87 6.95 

20 88.75 72.40 82.15 3.34 40.64 182.36 18.42 7.44 

 

 

Table 6.7: Mean CDS Sizes and Runtimes for Variable pfixR 

(n = 500, MTD = 0.2, LOS = 0.5) 

    Mean CDS Size Mean Runtime (secs) % Improvement 

k PfixR Drop SA GRASP Drop SA GRASP SA GRASP 

2 

0 51.65 36.05 46.75 0.46 2.59 21.57 30.20 9.49 

1 53.15 38.70 48.60 0.47 2.85 22.51 27.19 8.56 

2 54.80 40.30 50.00 0.45 2.45 24.04 26.46 8.76 

3 57.75 43.50 52.45 0.46 2.82 23.79 24.68 9.18 

4 59.65 44.70 53.40 0.42 2.93 21.21 25.06 10.48 

5 62.10 49.00 56.75 0.41 3.00 19.47 21.10 8.62 

3 

0 61.55 42.45 54.30 1.09 6.25 56.33 31.03 11.78 

1 64.30 44.40 56.25 1.09 5.89 52.65 30.95 12.52 

2 66.60 47.25 57.95 1.02 6.50 53.28 29.05 12.99 

3 68.30 48.35 59.60 1.05 5.77 51.70 29.21 12.74 

4 72.65 53.75 64.40 0.93 7.06 51.31 26.02 11.36 

5 72.05 55.80 65.40 1.05 7.59 48.70 22.55 9.23 

 

In Table 6.7, the algorithm’s ability to cope with fixed relays is tested. A variable pfixR is defined such 

that a node becomes a fixed relay with probability pfixR. The effect of increasing the number of fixed 

relays is then tested by increasing this variable. The results are similar to those in previous tests, 

whereby the improvement in performance degrades as the problem becomes more heavily constrained. 

Finally in Table 6.8, the fixed terminal constraint is tested, using a similar probability named pfixT. 

Improvements are fairly consistent in this case, with little deterioration in solution quality as the problem 

becomes more heavily constrained. 
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Table 6.8: Mean CDS Sizes and Runtimes for Variable pfixT 

(n = 500, MTD = 0.2, LOS = 0.5) 

    Mean CDS Size Mean Runtime (secs) %Improvement 

k pfixT Drop SA GRASP Drop SA GRASP SA GRASP 

2 

0 51.80 36.10 46.75 0.52 2.68 23.29 30.31 9.75 

1 52.95 36.25 46.05 0.50 2.72 25.98 31.54 13.03 

2 51.75 36.30 45.75 0.51 2.81 27.37 29.86 11.59 

3 51.60 36.45 46.30 0.50 2.60 25.00 29.36 10.27 

4 53.20 36.50 45.80 0.46 2.56 27.97 31.39 13.91 

5 52.10 36.65 46.45 0.50 2.56 24.81 29.65 10.84 

3 

0 61.80 42.50 53.50 1.11 6.05 62.84 31.23 13.43 

1 62.95 42.65 53.85 1.12 5.87 61.06 32.25 14.46 

2 61.30 42.75 53.55 1.26 5.88 65.21 30.26 12.64 

3 60.85 42.65 54.25 1.26 5.32 64.30 29.91 10.85 

4 62.15 42.15 53.75 1.19 5.42 61.64 32.18 13.52 

5 60.40 43.25 53.60 1.24 5.32 64.05 28.39 11.26 

 

 

6.6 Summary 

 

Construction and local search methods have been produced for a full constraint set in this Chapter. The 

construction methods are new approaches based on established techniques, whose main purpose is in 

finding initial solutions for a simulated annealing algorithm. The simulated annealing algorithm is 

adapted from the successful approach in the previous Chapter, although some features have had to be 

dropped on account of the volatility of the k-connectivity constraint and the difficulty in identifying and 

updating k-connected components using local information only. As a consequence, the new simulated 

annealing approach does not navigate the infeasible region of the search space or use incremental 

calculations for k-connectivity. 

 

This simulated annealing approach is still found to be very successful, in spite of these modifications. 

Large problems may still be tackled despite the increased complexity for evaluation of the k-

connectivity constraint, so long as the most efficient available subroutines are used for this purpose. The 

algorithm performance is also very successful, giving a greater percentage improvement over greedy 

algorithms than any observed for the MCDS problem in Chapter 5. However, it is suspected that this 
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may be due to the reduced success of greedy approaches for the k-connected variant, rather than any 

increase in the effectiveness of the simulated annealing algorithm. 

 

On the whole, there is little doubt that the simulated annealing approach is vastly superior in terms of 

solution quality to any alternative algorithms for the Mkq-CDS problem, just as it was for MCDS. This 

is due, once again, to the reliance upon single-pass construction heuristics by all other published 

approaches. 
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7     An Exhaustive Search Approach to the Mkq-CDS 

Problem 

 

 
7.1 Introduction 

 

Having established the effectiveness of the simulated annealing approach in previous Chapters, an 

important theoretical question arises. This question was entirely curiosity-driven to begin with, but 

became pivotal as research developed, which will be demonstrated over the next three Chapters. The 

question concerns an unknown quantity: if the simulated annealing algorithm performs so well by 

comparison to other methods and does so consistently, how close does it actually get to globally optimal 

solutions?   

 

For other NP-hard problems there exist libraries of problem instances, some of which have known 

optimal solutions. Well-known examples include TSPLIB (Reinelt, 1991) and ORLIB (Beasley, 1990). 

However, no such library is known to exist for the MCDS problem or its k-connected counterpart. As a 

consequence, it is necessary to investigate exact algorithms for the problem, so that global optima can be 

established for some set of test instances. 

 

This process begins with a crude, exhaustive search technique in this Chapter, before more sophisticated 

approaches involving integer programming are pursued in the Chapters that follow. A small number of 

test instances are developed using the exhaustive search approach and the simulated annealing technique 

is tested on all of them. Results are shown in the final section. 

 

7.2 Exhaustive Search Approaches to Mkq -CDS 

 

This section introduces a simple exhaustive search method and then refines it for greater efficiency 

when the optimum CDS size is likely to be small. Following this, some pre-processing considerations 

are discussed, in order to improve the efficiency of the algorithm in certain cases. 

7.2.1 An Exhaustive Search Algorithm  
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A naïve, initial approach to exhaustive evaluation can be outlined as follows. For a graph G = (V, E), 

produce a candidate CDS for each of the 2
n
 possible solutions and evaluate each one according to the 

problem’s objective function and constraints. When all of the solutions have been evaluated, the one 

with the smallest objective value is the global minimum for the problem instance. 

 

The complexity of this approach is O(2
n
.f(n,m)) where f(n,m) is the complexity of constraint evaluation 

for the problem in question, that is: 
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 (7.1) 

 

Using the methods presented in the previous Chapter. This level of complexity is extremely high and 

unlikely to produce results unless the problem instance is very small. 

 

However, with a slight modification, the complexity can be reduced significantly in some cases. The 

technique is a less sophisticated variant of the fixed parameter tractable approaches introduced in 

Chapter 2, whereby the complexity can be made polynomial wrt n, but exponential wrt some parameter 

of the problem. In short, a fixed parameter tractable (FPT) approach is one with complexity O(f(p).g(n)), 

whereby f(p) is an exponential function of some parameter p and g(n) is a polynomial function of the 

problem size n. However, a significant proviso is that for the problem to be fixed parameter tractable, 

the function f(p) must not contain n.  

 

It has already been discussed in Chapter 3 that MCDS, or maximum leaf spanning tree, is an FPT 

problem but that the complexity of the associated algorithm is still very high. This is because the 

parameter involved is the number of terminals in the optimum solution, which is normally quite large. 

Also, the techniques for the FPT approach do not easily extend to the more general Mkq –CDS problem. 

That is to say, the k-connected variant would require very different techniques from those used for the 

maximum leaf spanning tree problem.  
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However, it can be noted that a less strict parameterisation of the problem can yield some benefit, with a 

resulting complexity of (n
p
.g(n)), as follows. Consider an exhaustive evaluation of candidate CDSs, 

commencing in a smallest first order. One may evaluate all candidate CDSs with only one node, to see if 

any such candidate satisfies the problem’s constraints, then all candidate CDSs with two nodes, and so 

on. As soon as a candidate is found which satisfies the problem constraints, it is known to be a global 

optimum, since the search has been ordered in such a manner as all solutions with potentially lower 

objective value are already known to be infeasible.  

 

If we define r to be the number of relays in the optimum solution, the complexity of this process may be 

defined in two ways, either as O(n
r
.f(n,m)), where f(n,m) is the function defined in (7.1), or more tightly 

as O(
n
Cr. f(n,m)), where 

n
Cr is the choose function, or binomial coefficient, of n and r: 
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 (7.2) 

 

To put this into a practical context, consider one of the dense problem instances found later in this 

section, with n = 100 and r = 7. Using the fully exhaustive method, one would have to evaluate all 2
n
 

possibilities, leading to around 10
30

 evaluations, whereas the smallest-first approach evaluates a 

maximum of 10
10

 solutions. In addition, bear in mind that constraint evaluation is a function of the size 

of the relay component, which never has more than 7 nodes or 42 edges in this case. Not only are the 

vast majority of candidates eliminated but also the eliminated candidates are hardest to evaluate in terms 

of runtime. Pseudocode for the algorithm is given in Figure 7.1. 

 

The algorithm can be used to find solutions for very small problem instances (<40 nodes on a modestly 

sized computer), or for slightly larger instances with small optimum CDSs. The largest example 

investigated here is a 100-node graph, which is significantly larger than anything solvable using the fully 

exhaustive method outlined at the beginning of this section.   

procedure Mkq-CDS/ES 

 r  1 

 while (r  n) 

  for all sets  S  V with |S| = r  

   if (S satisfies problem constraints) then 

    return S 

   end-if 

  end-for 
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  r  r + 1 

 end-while 

end-procedure 

 

Figure 7.1: Pseudocode for Mkq-CDS/ES 

 

7.2.2 Pre-processing and Elimination of Variables 

 

In some cases, it may be that certain nodes must be contained in any feasible CDS, the simplest example 

of which is when some node u has degree 1 (and k = q = 1). In this case u’s neighbour must be in the 

CDS, since it is the only node that may dominate u. Moreover, this idea may be generalised as follows: 

 

 
 

Figure 7.2: A Separation Vertex 

 

Consider the situation in Figure 7.2, where there exists some node u, which would separate G into two 

(or more) connected components if it were removed. In this case, there cannot exist a feasible CDS of G 

which does not include u. The proof follows: 

 

Theorem 1  For a graph G=(V, E) a set S  V cannot be a CDS of G unless it includes all separation 

vertices of G. 

 

Proof   Consider a separation vertex u of G, whose removal splits G into  

connected components, C1 … C (Figure 7.2 illustrates a simple example with  = 2). For 

a vertex set S to be a CDS of G, there must exist a path p between all node pairs (v, w) in 

G, such that the internal vertices of p belong to S. For any node pair (v, w), whereby v  
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Ci, w  Cj and i  j, it follows that all paths between v and w must include u as an internal 

vertex (Figure 7.2). Hence u must be contained in any feasible CDS of G.  

 

Theorem 1 can be extended in the case where k = q, for higher values of k as follows: 

 

 

Figure 7.3: A Separating k-Set (k=3) 

 

Theorem 2  For a graph G=(V, E) a set S  V cannot be a k-CDS of G unless it includes all 

separating k-sets of G. 

 

Proof   The proof is analogous to theorem 1. Consider a separating k-set U of 

G, whose removal splits G into  connected components, C1 … C (Figure 7.3 illustrates a 

simple example with k = 3 and  = 2). For a vertex set S to be a k-CDS of G, there must 

exist k vertex-disjoint paths between all node pairs (v, w) in G, such that the internal 

vertices of each path belong to S. For any node pair (v, w), whereby v  Ci, w  Cj and i 

 j, it follows that any set of k vertex-disjoint paths between v and w must include each 

member of U as an internal vertex in one of the paths (Figure 7.3). Hence U must be 

contained in any feasible k-CDS of G.  

 

In the case where q < k the theorem does not hold, since it is possible that all nodes in some component 

Ci are directly adjacent to some subset U of nodes in U, such that q  |U| < k. In this circumstance, it is 

only a requirement for all nodes in U to be members of a feasible kq-CDS. 
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Having established this, it is possible to reduce the search space for problems with k = q by finding any 

separating k-sets of the graph before commencing the algorithm. Members of such sets may be set as 

fixed relays before the exhaustive search commences and the modified algorithm appears as in Figure 

7.4. 

 

procedure Mk-CDS/ES 

 R  union of all separating k-sets of G 

 r  1 

 while (r    (n – |R|)) 

  for all sets  S  V with |S| = r and S  R =  

   if (S  R satisfies problem constraints) then 

    return S  R 

   end-if 

  end-for 

  r  r + 1 

 end-while 

end-procedure 

 

Figure 7.4: Pseudocode for Mk-CDS/ES 

 

Thus complexity may be reduced significantly in the event that many such sets are present (although this 

is unlikely to be the case for the dense graphs the exhaustive search favours). The values for n and r in 

(7.2) are both effectively reduced by the number of nodes present in some separating k-set of G. 

 

7.3 Results 

 

Results are limited for this section due to the lengthy runtimes involved (sometimes in excess of 24 

hours on a 1.7 GHz Pentium IV processor). First of all, tests were carried out to find optimum solutions 

for problems with k = q = 1, since these produce the smallest CDSs and can incorporate the pre-

processing procedure outlined in the previous section. Separation vertices were located using the 

lowpoint algorithm for these tests. Table 7.1 lists a number of problem instances, identified by the 

parameters n, MTD and LOS used to generate them, along with the optimum solution found by 

exhaustive search, the SA solution and the drop algorithm’s solution, used to initialise the SA process. 

 

Table 7.1: Optimality Tests for k = q = 1 



 

 

140 

 

 

N MTD LOS ES SA Drop 
100 0.5 0.5 7 7 9 

90 0.6 0.5 4 4 6 

80 0.6 0.6 4 4 6 

80 0.6 0.5 5 5 8 

80 0.5 0.5 6 6 8 

70 0.5 0.5 6 6 8 

60 0.6 0.5 5 5 7 

60 0.5 0.5 5 5 7 

60 0.5 0.4 7 7 8 

50 0.5 0.4 8 8 9 

50 0.4 0.4 11 11 13 

40 0.4 0.4 7 7 7 

35 0.4 0.4 9 9 9 

30 0.4 0.6 8 8 9 

30 0.4 0.5 9 9 10 

30 0.4 0.4 8 8 9 

25 0.4 0.6 8 8 8 

Mean Excess 0% 20.5% 

 

 

The most important observation here is that the SA algorithm is successful in finding a globally optimal 

solution in all cases. This is a surprising result, even though previous results are good, at least some 

error would normally be expected using a metaheuristic, particularly since these results were obtained 

using only one run of the simulated annealing algorithm. 

  

Table 7.2 gives similar results for examples with k = 2 and q = 1. This time, the pre-processing 

procedure could not be used. Observe, once again, the 100% accuracy of the SA algorithm in finding the 

globally optimal solution to the problem. 

 

 

 

Table 7.2: Optimality Tests for k=2, q=1 

 

n MTD LOS MRP/ES MRP/SA MRP/Drop 
50 0.5 0.4 8 8 9 

50 0.5 0.5 6 6 6 

45 0.5 0.4 8 8 11 

40 0.5 0.4 5 5 5 

40 0.5 0.5 7 7 7 

35 0.5 0.4 7 7 10 

Mean Excess 0% 17.1% 
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7.4 Summary 

 

The results in this Chapter are by no means conclusive. It has only been possible to test the SA 

algorithm on a very small number of problem instances, all of which have had to be either small, dense 

or both in order for the exhaustive search process to work in reasonable time. However, the absolute 

consistency of the SA process on these problem instances gives a very strong motivation for a search for 

optimal solutions to larger, sparser and more general Mkq-CDS problem instances. If possible, it would 

be interesting to see how big a problem needs to get before the SA algorithm’s consistency begins to 

degrade. 
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8    An Integer Programming Formulation for the Mkq-CDS 

Problem 

 

 
8.1 Introduction 

 

Several IP models are presented for the Mkq-CDS problem in this Chapter, following the success of the 

SA algorithm in finding exact solutions in the preceding one. The main purpose of this is to attempt to 

measure the accuracy of the SA algorithm on a wider range of problem instances by reducing the 

runtime required to generate exact solutions. This is achieved by a mixed integer programming approach 

in this Chapter. The IP models are specified for k = 1 and 2 during the earlier sections, first in a simple 

manner using adjacency matrices and then more efficiently using adjacency lists. The adjacency list 

approach is much more efficient and enables solution of larger instances. Following this, test examples 

are solved using a commercial solver and SA results are compared with the exact solutions obtained. 

 

8.2 Models for the MCDS Problem 

 

This section begins with a simple model for the case where k=q=1 and adjacency matrices are used to 

represent the graph topology. Initially, an extra constraint involving the presence of one fixed relay is 

used to simplify calculations. This restriction is subsequently removed. Finally the number of variables 

and constraints are reduced significantly when the adjacency matrices are replaced by adjacency lists. 

 

8.2.1 Preliminary Definitions and a Model for Minimum Dominating Sets 

 

Stated in conceptual terms, for a graph G = (V, E) the MCDS problem is one of minimising the number 

of nodes in a set S  V, subject to two constraints. The first of these constraints is a requirement that the 

graph be dominated i.e. that N[S] = V. The second is that the subgraph induced by S be connected. Since 

the first of these is far easier to implement in linear form, a simple model for the minimum dominating 

set problem is introduced here first. 
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Define the relay vector to be a Boolean vector r (r1,  ,rn)  such that ri = 1 if node i is a relay and ri = 0 

otherwise.  

 

Also, define the adjacency matrix A = (aij) of G as an n  n Boolean matrix whereby aij = 1 if nodes i 

and j are adjacent in G and aij = 0 otherwise. 

 

An IP model for the MDS problem may be formulated as follows: 

 

 Minimise:  
1

n

i

i

r


        (8.1) 

 Subject to: 
1

1
n

i ij j

j

r a r


    i = 1…n   (8.2) 

 

Equation (8.1) defines the objective function as one of minimising the number of nodes in the relay set, 

whilst equation (8.2) enforces the domination constraint with a guarantee that any node i with ri = 0 has 

at least one adjacent node j with rj = 1. 

 

8.2.2 Additional Constraints for Connectivity 

 

Connectivity constraints are best enforced using the technique of network flows (Ahuja et al., 1993; 

Pioro & Medhi, 2004), which involves establishing some additional variables for the problem. 

 

Define the flow matrix F = (fij) to be a real-valued n  n matrix, whereby fij represents the flow of some 

commodity along the edge from i to j. 

 

The first model uses a simplification found in a paper on a related problem in personal area network 

configuration (Marsan et al., 2006), whereby one node is defined as a fixed relay and used as the source 

for all network flows. This restriction is removed in a later model without any significant increase in the 

complexity of the problem. 

Connectivity may be enforced by adding the following constraints: 
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           (8.3) 
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      i = 1…n    (8.4) 

 

 0  fij  nriaij    i = 1…n,  j = 1…n  (8.5) 

 

 r1 = 1         (8.6) 

 

The constraint in (8.3) causes the source node 1 to introduce at most n – 1 units of flow onto the 

network. Constraint (8.4) requires that all relay nodes must consume at least one unit of flow. Constraint 

(8.5) requires that flows must be nonnegative and can only be nonzero if travelling across a valid edge 

from a relay. Consequently, it is impossible for constraints (8.4) and (8.5) to be satisfied if the relay 

subgraph is disconnected. Consider a relay node i, located in a component of the relay subgraph which 

does not contain node 1. In this circumstance, the sum of flows into i cannot be greater than zero, since 

no node of i’s component is adjacent to a node of the source’s component. This forces the sum of flows 

exiting i to take a negative value for constraint (8.4) to be satisfied, which violates constraint (8.5).  

 

The final constraint (8.6) fixes the source node as a relay and needs to be removed, or the model will 

only work for problems in which node 1 happens to be a relay node of the optimum solution. In order to 

achieve this, node 1 may still act as a source, but must transfer all of its flow to one (and only one) 

neighbouring relay in the event that it happens not to be a relay itself. Note that the domination 

constraint requires such a neighbour to exist. In order to achieve this, constraint (8.5) must be replaced 

by the following pair of constraints. 

 

 0  f1j  na1j (r1 + rj)  j = 2…n     (8.7) 

 

 0  fij  naijri   i = 2…n, j = 2…n   (8.8) 

 

In addition to these, further constraints must be added to ensure that node 1 can only transmit flow to 

one of its neighbouring relays. In order to achieve this, one more vector is introduced. 
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Define the vector  (1,…,n) to be Boolean with i = 1 if node 1 is permitted to transmit flow to node i 

and i = 0 otherwise. Two new constraints may now be added to ensure node 1 only transmits flow to 

one neighbouring node if it is not a relay. 

 

 
1
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1
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i

i

nr


          (8.9) 

 

 f1j  nj   j = 2…n    (8.10) 

 

Constraint (8.9) permits flow to be transmitted to all of node 1’s neighbours if it is a relay but to only 

one of them if it is not. Constraint (8.10) ensures that flow may only be transmitted from the source node 

to nodes i with a value of i = 1. The final model for MCDS is as follows: 
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     i = 1…n  (8.14) 

 

0  f1j  na1j (r1 + rj)  j = 2…n   (8.15) 

 

   0  fij  naijri   i = 2…n, j = 2…n (8.16) 
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        (8.17) 

 

   f1j  nj   j = 2…n  (8.18) 

 

8.2.3 An Efficient MCDS Model 
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The principle difficulty with the model in the previous section is that it has O(n
2
) variables. Since the 

runtime of the solving algorithm will be exponential wrt the number of variables in the worst case, it 

would be highly advantageous to reduce the complexity by modifying the model to use adjacency lists, 

as opposed to adjacency matrices. The following formulation replaces the matrices A and F with vectors 

of size 2m and introduces two supporting vectors to make the relevant calculations possible. 

 

In place of the adjacency matrix A, define an integer-valued adjacency vector a = (ai) of length 2m along 

with an integer-valued index vector y (y1,…,yn+1) so that all nodes j  N(i) are listed, in ascending order 

of j, in positions yi … .yi+1-1 of the adjacency vector. That is to say, nodes adjacent to node 1 are listed at 

the beginning of a in ascending order, followed by nodes adjacent to node 2 and so on, with yi denoting 

the beginning of each node’s adjacency list.  The value for yn+1 is set to a delimiting value of 2m+1.  

 

In addition to this, define the reverse edge vector a = (ai) as an integer-valued vector such that ai 

denotes the position in a of the reverse edge (v, u) corresponding to the edge (u, v) denoted by position i 

in a.   

 

In place of the flow matrix F, let the flow vector f = (fi), of length 2m be a real-valued vector whereby fi 

denotes the flow across the edge denoted by ai. 

 

Using these four data structures, the flows exiting a node i can be accessed at positions yi … yi+1-1 of the 

vector f, whilst the flows entering i are found at positions aj of f, for all j such that yi  j < yi+1.  

 

Also, the vector  can be shortened to length y2-1 as this is the number of edges from node 1. The 

overall number of variables and constraints can now be reduced to O(m) by use of the following model: 
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      i = 2…n  (8.22) 

 

  10 ( )
ii af n r r      i = 1…y2-1  (8.23) 

 

  0  fj  nri   i = 2…n,     j = yi…yi+1-1 (8.24) 
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         (8.25) 

 

  fi  ni     i = 1…y2-1  (8.26) 

 

8.3 An IP Model for 2-Connected Backbones 

   

A model for 2-connected backbones is presented in this section. As in the last section, the model is 

presented in adjacency matrix form to begin with, before conversion to the more efficient, adjacency list 

form. To begin, a model is introduced, whereby 2 vertices of the graph are fixed as relays and the 

theorem of Kleitman (1969) exploited to reduce the required number of variables and constraints. The 

fixed relays are then removed in a refined model before the conversion to adjacency list form is carried 

out. 

 

8.3.1 A Simple Model for 2-Connectivity 

 

If vertex-disjoint paths were to be evaluated between all node pairs, the overall number of variables and 

constraints would be a colossal O(n
4
) for the adjacency matrix representation and O(n

2
m) for adjacency 

lists. However, the computation can be simplified using the theorem due to Kleitman, which states that it 

is only necessary to find 2 vertex-disjoint paths from some node u to all other nodes in the backbone and 

then see if the component is still connected after u’s deletion. An equivalent way of expressing this, in 

linear form, is to constrain the flow calculations so that vertex u is not allowed to transmit any flow for 

the one-connectivity calculation, effectively removing it from the backbone.   

 

The vertex disjoint path calculations from u can be dealt with using multicommodity flows in this case. 

There are n commodities, destined for each node of the graph. For each relay node v in G, 2 units of the 
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associated commodity are produced at node u, and absorbed at node v, all other nodes w must conserve 

flow of this commodity, that is the flow into w must equal the flow exiting it. The sum of flows for any 

commodity entering/exiting any node w besides the source u and destination v is constrained to be at 

most 1, thus forcing each commodity to find 2 vertex-disjoint paths across the backbone component 

from u to the associated destination. 

 

In this formulation, node u is 1 and the source for the one-connectivity calculation is node 2. This is a 

limitation of the model, but it must be noted that the model could easily be used where fixed relays exist 

as a problem constraint or in circumstances where q = 2 and G has a separation pair (Section 7.2.2).  

 

A cubic, real-valued multicommodity flow matrix M = (mijk) of dimension n  n  n, is introduced for 

this problem, whereby mijk represents the flow along the edge from i to j of the commodity destined for 

node k. The flow matrix F and adjacency matrix A have the same definitions as in the MCDS model in 

the previous section. 
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   0  mijk  aijri   i,j,k = 1…n  (8.33) 
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   0  fij  nriaij   i = 1…n,  j = 1…n (8.38) 

 

   r1 = r2 = 1      (8.39) 

 

Notice that the domination constraint (8.28) has now changed in order to accommodate the possibility 

that q could be greater than 1. This scenario is ignored in the one connected scenario since there is little 

point in establishing back-up relays when the backbone itself is prone to failure in the event that a relay 

should fail. As a general rule, q  k for most problem instances. Constraints (8.29) and (8.30) establish 

the source and sink for each commodity as 1 and k respectively, along with the requirement that at least 

2 units of flow must be transmitted from source to sink in the event that node k is a relay.  Constraint 

(8.31) conserves flow across intermediate nodes for each source/sink pair and (8.32) ensures that the 

flow across an intermediate node cannot exceed 1. Constraint (8.33) ensures that flow can only be 

transmitted across a valid edge from a relay, with an upper limit of 1 unit across any edge.  

 

The remaining constraints deal with the second calculation and are similar in nature to those in the 

previous section, only this time node 2 is the source for all flows and an additional constraint must be 

introduced to ensure node 1 is excluded from all of the flow calculations. This extra constraint is 

introduced in (8.36) and (8.37). 

 

8.3.2 The Simple Model for 2-Connectivity with Adjacency Lists 

 

As in section 8.2, the number of variables and constraints can be significantly reduced from O(n
3
) to 

O(nm) by the use of adjacency lists in the problem formulation, as follows.  

 

Let the vectors a,a,y and  f be defined as they were in section 8.2.3. 
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Additionally, define the multicommodity flow matrix M (=mij) as a real-valued n  2m matrix denoting 

the flow of the commodity destined for node i along the jth edge in a.  

 

These data structures are sufficient to build a model with O(nm) variables and constraints as follows: 
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0  fj  nri  i = 2 …n, j = yi…yi+1-1 (8.51) 
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   r1 = r2 = 1      (8.52) 

 

8.3.3 A Refined Model for 2-Connectivity 

 

As in the previous section, it would be useful if the requirement for fixed relays were removed for the 2-

connectivity model. This can be achieved by the same technique as in section 8.2, i.e. the source node 

giving up all its flow to a neighbouring relay in the event that it is not a relay itself, both for the 

multicommodity flows used in the vertex-disjoint paths constraint as well as the simple flows used in the 

connectivity calculation for the remaining portion of the relay component. However, this approach is 

less straightforward because the flow used for the one-connectivity calculation must not be transmitted 

through node 1’s chosen neighbour in the circumstance where node 1 is not a relay. Also, it must be 

ensured that the two sources do not transmit all of their flow to the same neighbour node in the event 

that neither of them are relays; otherwise the flow for the one connectivity calculation will effectively be 

blocked from the rest of the relay component. The simplest way to achieve this is to ensure that N[1]  

N[2] =  before the algorithm begins, renumbering nodes where necessary. The refined model is 

specified in adjacency matrix form first before reduction to the adjacency list representations as in 

previous sections. 

 

The modifications may be achieved by removing constraint (8.33) and replacing it with the following: 

 

 0  m1jk  2a1j(r1 + rj)   j,k = 2…n   (8.53) 

 

 0  mijk  aijri    j = 1…n,  i, k = 2…n  (8.54) 

 

Additionally, another vector  (1,…,n) may be defined, to select an appropriate neighbour in the 

event that node 1 is not a relay and to ensure that node 1 only sends flow to one relay neighbour in this 

case. The vector  is used in a different fashion from , in that i = 1 iff node i is the unique substitute 

source node for node 1. This may be achieved with the constraints below: 
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 0  m1jk  2j + r1   j = 1…n, k = 2…n  (8.56) 

 

 

Additionally, constraint (8.32) must be modified to allow two units of flow through the node with i = 

1. It can be replaced by the following:  
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     i,k = 2…n, i  k  (8.57) 

 

Finally, the values for the flow matrix must be controlled in a similar fashion, this time missing out the 

source for the multicommodity matrix. In fact, this has been achieved in part with constraints (8.36) and 

(8.37), since flow cannot be permitted through node 1, regardless of whether or not it is a relay. As a 

consequence, only one additional flow constraint is required: 

 

0  fij  n(1-i)   i = 3…n,  j = 1…n  (8.58) 

 

This prevents flow exiting node i in the event that i = 1, consequently eliminating i from the 

connectivity calculation in this circumstance. The full model may be given as follows: 
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   0  m1jk  2a1j(r1 + rj)  j,k = 2…n  (8.65) 

 

    

   0  mijk  aijri   j = 1…n  i, k = 2…n (8.66) 

 

   0  fij  n(1-i)  i = 3…n,  j = 1…n (8.67) 
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   fij  0   i,j = 1…n    (8.72) 

 

f2j  na2j(r2 + rj) j = 3…n   (8.73) 

 

fij  nriaij  i = 3…n,  j = 1…n  (8.74) 
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   0  m1jk  2j + r1 j = 1…n, k = 2…n   (8.76) 
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   f2j  nj  j = 3…n   (8.78) 

 

8.3.4 An Efficient Model for 2-Connectivity 
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Finally, it is necessary to reduce the complexity of the model using adjacency lists. Currently, the 

number of variables and constraints is O(n
3
), which may be reduced to O(nm).  

 

For this purpose, let the vectors a,a,y , f and M be defined as they were in section 8.3.2. Unlike  the 

vector  is kept at length n since its elements need to be accessed in a more versatile way due to the 

interaction between the two sets of flow calculations.  
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   0  mkj  ri     i,k=2…n,  j = yi …yi+1-1 (8.86) 
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   fj  0    j=0…2m  (8.91) 
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   fj  nri    i=3…n, j=yi…yi+1-1 (8.93) 
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    0  fj  nj   j=y2…y3-1  (8.98) 

 

The model given here could theoretically be extended to higher levels of k-connectivity but the 

implementation would be somewhat cumbersome, with a further O(nm) variables and constraints being 

introduced each time the value of k is increased by one. The requirement that some k nodes must have 

no neighbour in common, would have to be introduced, with these nodes set as sources for more flow, or 

multicommodity flow calculations. However, due to the length of time required for the solution of this 

model, it would seem a relatively fruitless task to implement the approach for higher k. Methods in the 

next Chapter deal with models for higher values of k using an alternative relaxation technique. 

 

8.4 Results 

 

The MIP models were implemented using the Ilog OPL IDE and problem instances solved using the 

cplex engine (Ilog, 2009). For k = 1, the model without fixed vertices was used for problems with n 

between 50 and 100. For k = 2, however, it was found that runtimes increase dramatically when 
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removing the fixed relay constraints, so these were kept in order to complete the relevant tests within a 

reasonable timeframe. Instances were solved with n between 30 and 70 for k = 2. 

 

The simulated annealing algorithm was implemented in two different ways. Firstly, a single pass of the 

algorithm was used as in the previous Chapter. However, it was found that there was a degree of 

inconsistency in the results obtained by single passes, so a more consistent version was implemented 

using multiple passes, each initiated from one of the solutions produced by a GRASP algorithm. This 

second method is referred to as GRASP/SA in the results tables. 

 

The values of MTD and LOS were set so that the instances would be relatively sparse, whilst 

maintaining a reasonable chance of producing a connected problem graph. Consequently these values 

were altered for different values of n. Table 8.2 gives the values of MTD of LOS for each of the values 

of n in the tests for k=1. 

 

 

Table 8.1: SA and GRASP/SA Performance for Instances with Known Optima (k=1) 

Nodes 50 60 70 80 90 100 

Mean Optimum 15.5 15.6 16.6 21.9 20.7 27.8 

Mean GRASP/SA result 15.5 15.6 16.6 21.9 20.8 27.8 

Mean SA result 15.5 15.6 17 22 21.2 27.9 

% above opt (GRASP/SA) 0 0 0 0 0.48 0 

% above opt (SA) 0 0 2.41 0.46 2.42 0.36 

Exact Solutions (GRASP/SA) 10 10 10 10 9 10 

Exact Solutions (SA) 10 10 6 9 5 9 

 

 

For each of the graph dimensions specified in Table 8.2, ten problem instances were generated and 

solved to optimality. The mean value of the optimum solution was recorded along with mean values for 

GRASP/SA and SA results on the same ten instances. The mean percentage error was recorded for both 

heuristics, along with the number of exact solutions found for each category (Table 8.2). The mean 

percentage error over all instances was found to be 0.94% for the SA algorithm and 0.08% for 

GRASP/SA. 

 

Table 8.2: Parameter Settings for Problem Instances with k = 1 

Nodes 50 60 70 80 90 100 
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MTD 0.3 0.3 0.3 0.3 0.3 0.2 

LOS 0.4 0.4 0.4 0.3 0.3 0.5 

 

 

It can be seen from the results in Table 8.1 that the performance of the SA algorithm deteriorates 

compared to the 100% success rate exhibited on the dense instances in the previous Chapter, with only 

half the instances solved to optimality for n = 90. However, the multiple pass approach fares much 

better, only missing the optimum for one instance. The accuracy of the GRASP/SA approach is 

measured at 0.08% above the optimum whereas the accuracy of the single pass SA method is 

substantially larger at 0.94%. 

 

Similar tests were then carried out for k = 2. The instances involved were smaller, ranging from n = 30 

to n = 70, on account of the increase in the number of variables and constraints for the associated model. 

Again, the instances were kept as sparse as reasonably possible to provide contrast with the dense 

instances in the previous Chapter. The associated graph dimensions for k = 2 are given in Table 8.3 

below: 

 

 

Table 8.3: Graph dimensions for tests with k = 2 

Nodes 30 40 50 60 70 

MTD 0.5 0.4 0.4 0.4 0.4 

LOS 0.4 0.4 0.4 0.4 0.3 

 

 

 

 

Table 8.4: SA and GRASP/SA Performance for Instances with Known Optima (k=2) 

 

Nodes 30 40 50 60 70 

Mean Optimum 10.2 12.3 12.5 12.6 15.6 

Mean GRASP/SA result 10.2 12.3 12.5 12.6 15.6 

Mean SA result 10.5 12.8 13.3 12.8 16 

% above opt (GRASP/SA) 0 0 0 0 0 

% above opt (SA) 2.94 4.07 6.40 1.59 2.56 

Exact Solutions (GRASP/SA) 10 10 10 10 10 
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Exact Solutions (SA) 8 6 4 8 6 

 

 

Instances were generated and problems were solved as for k = 1, this time with nodes 1 and 2 fixed as 

relays for the SA and GRASP/SA techniques as well as for the MIP solution. The results recorded in 

Table 8.4 show a further decrease in the consistency of the SA algorithm here, demonstrated by the rise 

in percentage error for the single pass heuristic. However, the multiple pass method obtains the optimal 

solution for every problem in this case.  

 

8.5 Summary 

 

It has been shown in this Chapter that the GRASP/SA approach can be relied upon to produce an 

optimum solution to an M-kqCDS problem, in the majority of cases tested with k < 3. As discussed, 

results have deteriorated by comparison to the previous Chapter for the single pass SA metaheuristic, 

which indicates that there may well be a limit on the problem sizes for which the SA algorithm is likely 

to perform optimally. However, there is only one problem for which the multi-pass SA approach fails 

here, which indicates that some confidence may be placed in the accuracy of the SA algorithm for 

nontrivial problem instances with sufficiently small size. 

 

This observation is important and will be exploited in the following Chapter, where a hybrid solution is 

developed and used to solve Mk-CDS instances to optimality for larger values of k. 
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9     A Hybrid Approach to the Mk-CDS Problem  

 

 

9.1 Introduction 

 

This Chapter introduces a relaxation technique for the variant of the Mkq-CDS problem where k = q. 

This problem is specifically found in regenerator placement problems for optical networks as discussed 

in Chapter 3. The basis and motivation for this method is derived from the analysis of performances of 

two techniques: namely the SA approach introduced in Chapter 6 and the ‘Select and Prune’ (S&P) 

heuristic of Savasini et.al. (2007). The comparison of the SA algorithm versus the S&P method is highly 

revealing and leads to a hybridisation of techniques, which proves immensely powerful for random 

graphs and outperforms both approaches in the search for exact solutions. The hybrid method is shown 

to produce optimal results for all but one of the 100-node instances tested within a 1 hour time period. 

The one exception was solved to optimality within 3 hours. The values of k were between 2 and 4 for 

these tests, demonstrating that the design of robust, survivable networks may be possible using exact 

techniques for nontrivial problems where the node count is sufficiently small. 

 

The Chapter begins with a results section, in order to demonstrate the motivation for the approach. 

 

9.2 A Comparison of the Performances of SA and S&P for M-kCDS 

 

This section gives a thorough analysis of the performances of the MCDS/SA method 

with its closest competitor, revealing the potential for the hybrid approach investigated in later sections. 

 

9.2.1 Runtime Comparison for SA and S&P 

The section begins with an analysis of runtimes for the two techniques, since their complexities vary 

dramatically. The complexity of the SA approach in Chapter 6 is somewhere between O(nm) and O(n
3
) 

per pass: and given that the algorithm normally resolves within a fairly consistent number of passes, it 

may be regarded, in some looser sense, as polynomial time for the majority of cases. The S&P approach 
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is most definitely an exponential time algorithm as it relies on an Integer Programming technique in its 

first stage. The particular model being solved is for the Minimum k-Tuple Dominating Set Problem and 

will be referred to hereafter as the k-tuple relaxation of the Mk-CDS problem. 

Minimise: 
1

n

i

i

r


        (9.1) 

Subject to: 
1

n

ij j

j

a r k


    i = 1…n  (9.2) 

 

With the adjacency matrix A defined as in the previous Chapter.  

 

The two algorithm stages that follow the solution of this model are both polynomial time (although stage 

two of S&P involves O(n
3
) calls to an O(n

2
) k-shortest paths algorithm, so the degree of the polynomial 

is unusually high!) Therefore, the dominant factor in the runtime of the S&P method is the runtime of 

the branch and cut algorithm for the IP model. 
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Figure 9.1: Mean and Max Runtimes for SA and IP (10 runs) 

The graph in Figure 9.1 shows the mean and maximum runtimes of the Branch and Cut algorithm 

executed by the cplex solver (Ilog, 2009) on the k-tuple relaxation alongside the mean and maximum 

runtimes for the SA algorithm, on problem instances with a node count between 50 and 225. It can be 

observed from the graph that although the IP model is solved very quickly for small instances, the 

runtimes quickly become excessive, with the maximum time exceeding an hour and the mean 

approaching half an hour for problems as small as 225 nodes. In fact, the process of generating data for 
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250 node instances (as originally intended) was found to be far too time consuming to complete in one 

day. 

 

Consequently, the range of the S&P approach is somewhat limited compared to SA, which will solve 

instances with up to 3000 nodes in a matter of minutes for k<4 on a computer with modest 

specifications. However, the effectiveness of the S&P approach on smaller instances still needs to be 

investigated and compared with SA for those problems on which it can terminate in reasonable time.  

 

9.2.2 CDS Size Comparison for SA and S&P 

 

Figure 9.2 gives CDS sizes obtained by S&P and SA for a range of 125-node problem instances. In this 

case, the MTD was set at 0.3 and the LOS value varied to alter the graph density. The SA algorithm can 

be seen to be superior to the S&P approach in all cases for k between 1 and 4. 
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Figure 9.2: Mean CDS Sizes for n=125, MTD=0.3 

 

A similar result is demonstrated in Figure 9.3, which produces equivalent figures for instances with 

n=100. With the exception of a slight improvement for S&P with k=4 and LOS = 0.5, SA continues to 

be superior over the set of instances tested. 
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Figure 9.3: Mean CDS Sizes for n=100, MTD=0.3 

 

Smaller instances follow in Figure 9.4, this time with n = 75 and MTD increased to 0.4 to make the 

random production of sufficiently connected graphs possible, with SA showing a similar improvement 

over S&P. 
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Figure 9.4: Mean CDS Sizes for n=75, MTD=0.4 
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However, if the value of MTD is increased much beyond this value, the performance of the S&P 

algorithm improves dramatically. Figures 9.5 and 9.6 show similar data for n=100 but this time with 

MTD set to 0.5 and 0.7, respectively. 
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Figure 9.5: Mean CDS Sizes for n=100, MTD = 0.5 
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Figure 9.6: Mean CDS Sizes for n = 100, MTD = 0.7 

 

Figure 9.5 shows that the S&P algorithm performs better than SA with the larger transmission distance, 

although there is some crossing of the lines in this case. Also, it is clear that the SA algorithm 
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performance improves by comparison to S&P as the graph density increases. Hence it is surprising that 

an increase in MTD (which also increases the graph density) should favour S&P. However, this 

tendency is confirmed in Figure 9.6, where the S&P algorithm consistently outperforms SA with few 

exceptions. Once again, it can be remarked that increasing the LOS value does not appear to favour the 

S&P algorithm, which rules out the idea that its success is a function of density. 

 

However, Table 9.1 sheds some light on the reason for S&P’s performance on graphs with larger MTDs. 

Recall from Chapter 3 that the S&P algorithm may terminate at one of two stages. If the k-tuple 

relaxation produces a feasible solution, S&P terminates after stage 1 as it has found the optimum k-CDS. 

The remaining stages are only used if the k-tuple relaxation fails to produce a k-connected backbone. 

Table 9.1 records the number of feasible solutions produced by stage 1 during 10 runs of the S&P 

algorithm for n = 100 and MTDs of 0.3, 0.5 and 0.7. 

 

Table 9.1: Feasible Solutions Produced by S&P Stage 1 (10 runs) 

  Feasible solutions after S&P stage 1 

N MTD LOS k=1 k=2 k=3 k=4 

100 

0.3 

0.6 0 2 0 1 

0.7 0 0 0 0 

0.8 0 0 0 0 

0.9 0 1 0 0 

            

0.5 

0.3 3 10 9 10 

0.4 8 9 9 10 

0.5 7 7 8 9 

0.6 10 7 10 9 

0.7 8 6 6 6 

0.8 5 8 7 7 

0.9 8 8 7 6 

  

0.7 

0.3 7 10 10 10 

0.4 9 10 10 10 

0.5 9 10 10 10 

0.6 10 10 10 10 

0.7 10 10 10 10 

0.8 10 10 10 10 

0.9 10 10 10 10 

 

Notice the dramatic increase in the success of the k-tuple relaxation when the MTD is increased. For 

MTD = 0.3 the relaxation barely produces any feasible solutions, whereas for MTD = 0.7, the relaxation 
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hardly ever fails. The reasoning behind this may be conjectured easily; a high proportion of long links 

make multiple k-connected components less likely in a k-tuple-CDS. The result of this is that there are 

very few instances the SA algorithm can improve on for higher MTDs – even though it is seen to 

improve consistently on the S&P technique when stage 1 fails. Consequently, the conclusion can be 

drawn that SA is the more powerful algorithm for use in the absence of an optimum solution from stage 

1 of S&P but that the success of stage 1 is remarkable for certain types of graph. 

 

9.3 A Hybrid Approach 

 

In the section, the k-tuple relaxation technique is developed further and subsequently combined with SA 

in order to produce a powerful strategy for the establishment of optimum solutions to the Mk-CDS 

problem.  

 

9.3.1 A k-Tuple Relaxation with Sparse Path Constraints 

 

Since the k-tuple relaxation produces feasible solutions with surprising frequency, it is advantageous to 

consider how the method might be improved. Recall from Chapter 2 that a relaxation is essentially a 

problem with some of its constraints removed. In this case, the Mk-CDS problem has been relaxed by 

removing the k-connectivity requirement in order to produce a tighter and more efficient IP model. The 

full model could be implemented in numerous ways, one of which is outlined in the previous Chapter.  

 

In the event that the k-tuple relaxation produces a relay set S which is not k-connected, it can be 

concluded that there must exist at least one node pair (u, v)  V, which is not connected by a set of k 

vertex-disjoint paths P such that P – {u, v}  S. Such node pairs can be identified using the modified 

Ford Fulkerson technique from Chapter 6 and the problem re-constrained in order to require k-

connectivity between them. This creates a new relaxation of the problem, with O(m) variables and 

constraints where  is the number of node pairs constrained. Although the maximum value of  is n
2
, it 

is expected that a feasible solution may be achievable by constraining only a small proportion of the 

node pairs in the problem graph. A high level description of the technique follows: 

 

1) Solve the k-tuple relaxation. 
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2) If the solution is feasible, terminate. 

3) Find a maximum of  disconnected node pairs. 

4) Re-constrain the k-tuple relaxation to require k-vertex disjoint paths between the node pairs 

found in 3) and repeat. 

 

This gives rise to a new IP model: 

 

Let the relay vector r and the adjacency matrix A be defined as in the previous Chapter.   

 

Let P (pij) be a   2 integer matrix, such that pi1 is the index of the first node of a constrained pair and  

pi2 is the index of the second. 

 

Let the cubic flow matrix F (fijx) be a real-valued n  n   matrix such that fijx denotes the flow of the 

commodity for the xth node pair across the edge from i to j. 

 

The model is specified thus: 

 

Minimise: 
1

n

i

i

r


        (9.3) 

Subject to: 
1

n

ij j

j

a r k


    i = 1…n  (9.4) 

  
1 1

1 1
i i

n n

p ji jp i

j j

f f k
 

     i = 1…  (9.5) 

  
2 2

1 1
i i

n n

jp i p ji

j j

f f k
 

     i = 1…  (9.6) 

  
1 1

0
n n

ijx jix

j j

f f
 

    i=1…n, x=1…, i{px1, px2} (9.7) 

  
1

1
n

ijx

j

f


   i=1…n, x=1…, ipx1  (9.8) 

 

  
1

0 ( )
ip ji ij i jf a r r     i = 1…, j=1…n (9.9) 
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  0  fijx  aij   i, j = 1…n, x = 1… (9.10)  

 

 

  0  fijx  aijri  i, j = 1…n, x = 1…, i  px1 (9.11) 

 

Equation (9.4) gives the k-tuple requirement as in (9.2) while the remaining constraints come into 

existence only when  is nonzero i.e. when one or more node pairs have been added to the matrix P. A 

multicommodity flow technique is used for the vertex-disjoint path constraints as in the previous 

Chapter. Constraint (9.5) requires that the source node for each pair should introduce at least k units of 

flow of its associated commodity. The destination node should absorb at least k units also as stated in 

(9.6). The conservation of flow equation is given in (9.7) along with the requirement that at most one 

unit of flow can pass through an intermediate node (9.8). Flows are limited to 1 unit and can be 

transmitted along a valid edge from any relay or to a neighbouring relay from the source (9.9-9.11) 

 

As with models in the previous Chapter, this formulation may be streamlined using adjacency lists to 

achieve the O(m) bound on the number of variables and constraints. 

 

Let the vectors a, a and y be defined as in the previous Chapter. 

 

Let the flow matrix F (=fij) be defined as a real-valued, 2m   matrix, where fij denotes the flow of the 

commodity for the kth constrained pair along the ith edge in a.  

 

The efficient model may be specified as follows: 

 

 

 

 Minimise: 
1

n
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i
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        (9.12) 

 Subject to: 
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    i = 1…n  (9.13) 
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     j = 1…  (9.14) 
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     j = 1…  (9.15) 
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     i=1…n, x=1…, ipx1, ipx2 (9.16) 

   
1 1

1
i

j

i

y

a x

j y

f
 





   i=1…n, x=1…, ipx1, ipx2 (9.17) 

  

  0
jjx i af r r    i = px1, j=yi…yi+1-1, x=1… (9.18) 

  

  0 1jxf    j = 1…2m, x=1…  (9.19) 

  

  0 jx if r   i = 1…n, j=yi…yi+1-1, x=1…, px1i (9.20) 

    

This model can now be used in an iterative process as described in high level terms earlier in this 

section. The solution of the model is represented by the function solve() in the pseudocode in Figure 9.7. 

 

The incremental IP method (or IPinc) outlined in Figure 9.7 carries out this procedure. The approach 

will iteratively solve relaxations of the Mk-CDS problem until a feasible solution is found. The feasible 

solution is guaranteed to be optimal once obtained. 

 

 procedure IPinc 

    0 

while  < n
2
  

   S  solve() 

   if (S is k-connected) then 

    return S 

   end-if 

      

   while  <  +   

    randomly select node pair (u, v) from S   

    if ((u, v) is not k-connected in S) then 

     p1  u 

     p2  v 
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        + 1 

end-if 

   end-while 

      +  

  end-while 

 end-procedure 

 

Figure 9.7: Pseudocode for IPinc 

 

 

9.3.2 Combining the IP Relaxation Approach with GRASP/SA 

 

The method in the previous section will guarantee to terminate with the optimum solution to the Mk-

CDS problem. However, as with most exact algorithms it runs the risk of accumulating very large 

runtimes in the event that the value of  grows too large. This can be avoided to a degree. In its current 

form, the IPinc method will only terminate in the circumstance where the solution generated is feasible. 

However, it is also possible to terminate at an infeasible solution in the event that the size of the k-tuple 

solution given by the most recent IPinc iteration is no smaller than that of some known feasible solution 

to the Mk-CDS problem. In this case, the feasible solution is known to be optimal on the basis of the 

lower bound found by IPinc.  

 

Potentially optimal solutions can of course be generated using iterations of the GRASP and SA 

algorithm. Therefore, it is advantageous to introduce a heuristic phase into the IPinc strategy in order to 

find a good quality incumbent solution for the relaxation method. A high level description follows: 

 

1) Solve the k-tuple relaxation. 

2) If the solution is feasible, or the size of the solution is no lower than that of some known 

feasible solution, terminate. 

3) Carry out  iterations of the GRASP and SA approach to generate feasible solutions 

4) If the size of any feasible solution produced in 3) is no higher than that of the solution from 

1), terminate. 

5) Find a maximum of  disconnected node pairs. 

6) Re-constrain the k-tuple relaxation to require k-vertex disjoint paths between node pairs 

found in 3) and repeat. 
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The approach effectively tackles the problem from above and below, searching continually for better 

feasible solutions to create an upper bound on the optimum whilst creating progressively tighter 

relaxations to improve the lower bound. Even if sufficient time is not available to solve the problem to 

optimality the method will obtain a good measure of the accuracy of the heuristic solutions generated. 

 

In addition, the approach has another less obvious advantage in that the branch and bound algorithm 

used to solve the relaxations may be improved somewhat by using one of the heuristic solutions as an 

incumbent. This enables a more efficient pruning of the search tree and can significantly speed up the 

solving algorithm as a consequence. Pseudocode for the hybrid method is given in Figure 9.8. 

 

The only point of clarification from the Figure is the use of the function Mk-CDS/Drop(). This is a 

process using one iteration of the Drop algorithm (Figure 6.1) but with the threshold selection procedure 

of the GRASP approach (Figure 6.2). Effectively this means that the Hybrid algorithm employs a 

simpler variant of the GRASP technique without the lengthy convergence process: a total of  iterations 

is used as standard regardless of how recently an improvement in solution quality has been found. The 

solution from the Drop variant is then subjected to the SA process to try to produce an optimum feasible 

solution. Obviously, the halting criterion is different from plain GRASP, since in the Hybrid solution, an 

estimate of the optimum objective value is available. 

 

  procedure Mk-CDS/Hybrid 

    lower  0 

  upper  n 

  S  S  S   

while  < n
2
  

   S  solve() 

   if (S is k-connected ) then 

    return S 

   lower  |S| 

else if (lower = upper) then 

    return S 

   end-if 

   for  iterations 

    SMk-CDS/Drop() 

    SMk-CDS/SA(S) 

    if (|S| = lower) then 

     return S 
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else if (|S| < upper) then 

     S S 

     upper  |S| 

    end-if 

      

   while  <  +   

    randomly select node pair (u, v) from S   

    if ((u, v) is not k-connected in S) then 

     p1  u 

     p2  v 

        + 1 

end-if 

   end-while 

      +  

  end-while 

 end-procedure 

 

Figure 9.8: Pseudocode for Mk-CDS/Hybrid 

 

9.4 Results  

 

This section begins with tests on the runtimes required for solution Mk-CDS instances for k = 2 to k = 4. 

Following this, the optimal results are used to give a final comparison of the relative accuracies of SA, 

GRASP/SA and S&P.  

 

9.4.1 Runtimes for Mk-CDS/Hybrid 

 

Referring to the performance comparison at the beginning of this Chapter, the Hybrid method was tested 

on the instances recorded in Table 9.2 for values of k between 2 and 4. An exact IP formulation with 

O(m) variables and constraints has already been given in the previous Chapter for k = 1.  As reported 

earlier, many of these problems were solved to optimality with a k-tuple relaxation where the MTD was 

0.5 or over so the main test was to evaluate the runtime of the Hybrid procedure on the set of problems 

with MTD = 0.3. Consequently, tests were performed on all problem instances with MTD = 0.3 and on 

the subset of instances which had not yet been solved by the k-tuple relaxation for MTD = 0.5. There are 

no such remaining instances for MTD = 0.7.  
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Taken as a whole, these problems constitute a wide and diverse range of 100 node test instances, with 

very different characteristics. Some are almost as sparse as would be possible given the 4-connectivity 

requirement of the tests, whilst some are so dense as to have optimal solutions of around 2 nodes for k = 

1. As noted previously, it is not just the density but the ratio of long-to-short links which varies 

significantly between tests, some examples having low MTD but high LOS and vice-versa.  

 

The IP models were solved using the Cplex solver (Ilog, 2009), while the SA parameters were set to 

T=100,  = 0.97, Imin=40, Lmax=20 and pmove=0.3. The threshold  was set to 3 for Mk-CDS/Drop. The 

value of  was set to 5, while the value of  was set to 5 initially and then reduced to 1 after the first 

loop completed. This was to limit the growth of the IP runtimes in the event that 5 path constraints were 

insufficient to provide a tight lower bound. 

 

Figure 9.9 shows the maximum runtimes for all tests on problems with n = 100 and MTD = 0.3. LOS 

values range between 0.4 and 0.9. For each graph dimension, 10 problem instances were created and 

solved for values of k between 2 and 4. The maximum value was recorded over the 10 instances for each 

dimension and value of k. 
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Figure 9.9: Maximum Runtimes for Mk-CDS/Hybrid (10 runs) 

 

It can be seen from the Figure that problems were solvable in under half an hour for all but one category. 

This was due to one particularly robust problem instance, which not only produced time consuming IP 

models, but also resisted optimal solution by the GRASP/SA process. However, with the exception of 

this one instance, the runtimes are extremely promising and fall well within the acceptable timescale for 

network planning scenarios. It is also reassuring to note that the exceptional instance taking almost 3 
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hours produced a solution within 1 relay of optimal almost immediately, so little would have been lost in 

terms of solution quality should time constraints have been applied. 
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Figure 9.10: Runtimes for Mk-CDS/Hybrid with MTD = 0.5  

 

Figure 9.10 shows a similarly promising result for instances with MTD = 0.5. A slightly different 

approach was taken since there were so few remaining instances after testing in section 9.2. Therefore 

the tests were restricted to problem instances which had not been solved to optimality by the k-tuple 

relaxation. It can be seen from the Figure that the majority of instances were solved in a very short 

period of time (often under one second), indicating that the GRASP/SA process found an optimal 

solution straight away and that the lower bound created by the k-tuple relaxation was accurate even 

though it did not produce a feasible solution. The instances were all solved within three quarters of an 

hour, with all but one terminating inside 20 minutes. 

 

9.4.2 Final Performance Comparisons 

 

Having obtained optimal results it is now possible to evaluate the accuracy of SA, GRASP/SA and S&P 

in a little more detail. Figure 9.11 shows a comparison of the three algorithms against the optimum 

result for k = 2 on the instances solved in the previous section with n = 100 and MTD = 0.3. In these 

tests, the GRASP process was implemented with a threshold of 3 and Imax = 20. Other parameters were 

set as in the previous section.  
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Figure 9.11: Accuracy of Heuristics for n = 100, MTD = 0.3, k = 2 

 

It can be seen from the Figure that the accuracy of both SA variants is far greater than that of the select 

and prune algorithm. Errors are consistently under 1% for the GRASP implementation and within 5% 

for the single pass SA heuristic, whilst S&P errors approach 20% in the worst case. 

 

Figures 9.12 and 9.13 record similar results for k = 3 and 4 respectively. A similar tendency is shown, 

with GRASP errors contained at well below 1%, SA well within 5% and far less consistent results for 

the S&P heuristic. 
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Figure 9.12: Accuracy of Heuristics for n = 100, MTD=0.3, k = 3 
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Figure 9.13: Accuracy of Heuristics for n = 100, MTD = 0.3, k = 4 

 

Figures 9.14-9.16 show similar charts for MTD = 0.5. Recall from the previous section that the first 

stage of the S&P heuristic found the optimum solution for all but 42 of a total 560 instances in these 

tests. Hence, it is fairly remarkable that GRASP/SA improves on this algorithm with some consistency, 

missing only 8 optima in all and often improving on the S&P heuristic by a significant margin. The 

single pass SA heuristic performs less effectively in this case, but the percentage error is still relatively 

small compared to the S&P errors for MTD = 0.3, demonstrating a higher level of consistency for the 

single pass SA heuristic overall. 
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Figure 9.14: Accuracy of Heuristics for n = 100, MTD = 0.5, k = 2 
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Figure 9.15: Accuracy of Heuristics for n = 100, MTD = 0.5, k = 3 
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Figure 9.16: Accuracy of Heuristics for n = 100, MTD = 0.5, k = 4 

 

 

For MTD = 0.7, there is little point in including S&P in the comparisons, since for k > 1 the first phase 

of the heuristic produced optimal results in all test instances. However, Figures 9.17-9.19 show that the 

error margins are still very good for GRASP/SA and SA alike, particularly when considering that the 

mean CDS size is much smaller for these examples and so a solution with one relay too many constitutes 

a far larger percentage error than in previous results. This phenomenon can be put into perspective by 

the observation that GRASP/SA misses only 6 optima in total for these tests. 
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Figure 9.17: Accuracy of Heuristics for n = 100, MTD = 0.7, k = 2 
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Figure 9.18: Accuracy of Heuristics for n = 100, MTD = 0.7, k = 3 

 

 



 

 

178 

 

0

1

2

3

4

5

6

0.3 0.4 0.5 0.6 0.7 0.8 0.9

LOS

M
e

a
n
 D

e
v
ia

ti
o

n
 f
ro

m
 

O
p

ti
m

u
m

 (
%

)

GRASP/SA

SA

 

Figure 9.19: Accuracy of Heuristics for n = 100, MTD = 0.7, k = 4 

 

9.5 Summary 

 

This Chapter has served a dual purpose. Firstly, a hybrid technique has been developed based on a 

simple observation on the performance of a relaxation technique used by a rival heuristic. This 

relaxation method has been developed further and adapted into a robust approach for the exact solution 

of the Mk-CDS problem. Subsequently, runtimes for the method have been analysed and shown to be 

acceptable in the vast majority of cases for n  100 on a computer with modest specifications. This 

indicates that exact solution is a very real possibility for nontrivial optical network planning scenarios as 

discussed in Chapter 3.  

 

Following the development of this hybrid approach, it was possible to measure the accuracy of the 

techniques introduced against their strongest competitor from published literature to date. The SA and 

GRASP/SA approaches were shown to be far more consistent over a broad range of problem instances, 

with GRASP/SA equalling or outperforming the rival method in the vast majority of cases. In addition, 

GRASP/SA was seen to produce a promisingly high proportion of optimum solutions to the problem 

instances.  
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10 Conclusions 

 

 
This work has presented several new algorithmic approaches to a problem commonly found in the 

planning and optimisation of wireless and optical networks. These approaches constitute the application 

of established techniques found to be successful for other combinatorial problems with a similar 

complexity. The results are conclusive; the methods presented here are seen consistently to outperform 

competing algorithms sourced from published literature on the subject to date. These claims are 

analysed in more detail in the following section. 

 

In Chapter 2, the class of NP-hard optimisation problems was formally defined, along with a selection of 

potential approaches to their solution. These techniques were separated into three distinct categories: 

 

a) Exact algorithms, the first example being branch and bound techniques for the solution of 

integer programs (IPs). The technique of exhaustive search was also introduced, particularly 

for the case of fixed parameter tractable (FPT) problems that can be solved more quickly in 

certain cases by evaluating all possible solutions for a fixed value of a problem parameter. 

The central limitation of such techniques was identified as an exponential worst-case runtime 

complexity. 

b) Approximation algorithms, which guarantee to find a solution within a specified error 

margin. This margin may be a constant factor or a function of the input size.  

c) Heuristic techniques, which make no guarantee on the accuracy of a solution but may 

perform very effectively in practice. In particular, the class of meta-heuristics, or stochastic 

local search algorithms was identified as a strong candidate in the event that a problem is not 

approximable to within the required error margin and insufficient time is available for an 

exact approach. 

Following this, Chapter 3 introduced the central applications for this work. Initially the minimum 

connected dominating set (MCDS) problem was defined, along with its role in wireless and optical 

networks. The problem was found not to be approximable to within a constant error margin for the case 
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of general graphs. It was also reported that existing FPT approaches, though of some academic interest, 

were still too time-complex for use in practical scenarios. 

 

A range of established approaches to the problem were then discussed and categorised as follows: 

 

a) Maximal Independent Set approaches, whose application was seen to be limited to certain 

classes of graph. 

b) General construction algorithms: which add nodes into a CDS until it becomes feasible and 

may operate in either a one stage or two stage fashion. 

c) Pruning techniques: which begin with a crude method of creating an oversized feasible 

solution and then drop nodes from it. 

d) Drop algorithms: which are similar to pruning techniques but start with all nodes in the CDS. 

 

Following this, a generalisation of this problem: the minimum k-connected m-dominating set (Mkm-

CDS) problem was introduced and its relevance discussed in relation to the creation of redundant 

wireless and optical network backbones. Algorithms for this problem were also discussed but the 

surveyed techniques were still found to fit into the same four categories, or employ some combination 

thereof. 

 

This led to the significant conclusion that the metaheuristic, or local search algorithms discussed in 

Chapter 2 had not been seriously attempted on either the MCDS or the more general Mkm-CDS 

problem. It was suggested that some improvement could be achieved in solution quality for Mkm-CDS 

instances if such methods were employed. 

 

The first attempt to achieve this was reported in Chapter 4. Here, the simple variant of the problem, 

MCDS, was solved using a multi start adaptation of a well-known MCDS heuristic (the add algorithm). 

The resulting method was a little cumbersome and had the disadvantage of producing an exponentially 

increasing number of search trajectories. However, this deficiency was counteracted to some degree by 

the introduction of a pruning procedure whereby poorly performing trajectories are abandoned. 
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However, the new algorithm, named MCDS/MS was successful in outperforming rival approaches on 

average for all of the test instances involved, some of which were as large as 1500 nodes. This 

demonstrated that runtimes were containable in spite of the algorithm’s unfavourable complexity and 

that the method was capable of producing good quality solutions. Two things were concluded from this: 

Firstly, improvements were definitely possible using metaheuristic techniques and secondly, greater 

improvements might be obtained using alternatives to MCDS/MS. 

 

In Chapter 5, a very successful alternative was developed. First, it was noted that the principal challenge 

in establishing a successful local search algorithm for the MCDS problem was the difficulty in defining 

meaningful search neighbourhoods. This was overcome by the establishment of a variable 

neighbourhood approach to the problem along with a modification to the evaluation method used during 

the search. The modification included a penalty function, allowing the algorithm to traverse the 

infeasible region of the search space, and a heuristic, tie-breaking component used to differentiate 

between network backbones of equal size. It was concluded that, of the available metaheuristics, 

simulated annealing would be the approach best able to exploit all the features of the modified 

evaluation technique, largely on account of its ability to accept non-improving solutions 

probabilistically.  

 

As a consequence of these observations, the MCDS/SA algorithm was developed. Care was taken to 

reduce the complexity of the process as much as possible, including the confinement of more complex 

perturbations to an outer loop so that the overall efficiency of the process would be increased. The 

algorithm demonstrated a far more substantial and consistent improvement over rival methods than 

MCDS/MS and, though no tests had been performed to test its potential to produce optimal solutions at 

this stage, it was concluded that a satisfactory improvement over rival techniques had been achieved. 

 

Having established a new and powerful technique for MCDS, the direction of the research turned to its 

generalisation, the Mkm-CDS problem. First of all, techniques for establishing k-connectivity were 

reviewed and the lowest complexity bounds established for various values of k. Following this, a 

constructive technique was developed based on the drop algorithms of Butenko (2003) and Grout 

(2005). This technique, referred to as Mkm-CDS/Drop, was then adapted into a multi-start algorithm 

using the GRASP methodology. The resulting algorithm, Mkm-CDS/GRASP was found to be a 
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conceptual improvement on the MCDS/MS algorithm on account of its memoryless, single-trajectory 

operation.  

 

A greater challenge was to modify the MCDS/SA algorithm to solve the Mkm-CDS problem. Firstly, it 

was observed that the penalty functions used for MCDS/SA could not be used for the k-connected 

variant of the problem and that it would be impossible to traverse the infeasible region of the search 

space in quite the same manner. Also, the complexity of individual constraint evaluation was much 

higher, since the incremental techniques used in Chapter 5 would not yield the same saving in runtime 

for higher values of k. However, this difficulty was offset to some degree by the algorithm’s inability to 

accept infeasible solutions, which facilitated a reduction in candidate list lengths for certain 

neighbourhood operations. 

 

Results from Chapter 6 were also promising. The SA algorithm yielded massive improvements over 

both Drop and GRASP approaches. However, it was hard to conclude much from these results, since 

there was a distinct lack of alternative algorithms to test against for the general Mkm-CDS problem. 

 

However, the inconclusive nature of the results from Chapter 6 spawned a new line of investigation in 

Chapter 7. This line of enquiry commenced with a fairly basic technique, but led to the development of 

more sophisticated methods in subsequent Chapters. The central observation was that, if it were possible 

to produce optimal results for a small sample of problem instances, the accuracy of the SA algorithm 

could be tested on the sample. 

 

Optimal solutions were obtained using an exhaustive search approach. However, it was found that 

searches could be shortened significantly for dense problem instances by commencing to evaluate 

candidate solutions in a smallest-first order. In this manner, the first feasible solution is guaranteed to be 

an optimum. Additionally, two theorems were presented demonstrating the general principle that any 

separating k-set of vertices must be included in a k-connected k-dominating set. This served to reduce 

the search effort further for problem graphs containing separating k sets. 

 

Using this approach a small set of problem instances were solved to optimality for k < 3 and m = 1. The 

SA algorithm was then tested on these instances and found the optimal solution in a single pass every 
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time. This result was unexpectedly good, particularly given that such tests are more often carried out by 

taking the best solution obtained using multiple runs of a heuristic.  

 

In Chapter 8 this idea was developed further with the development of several IP formulations of the 

problem for k < 3. Initially an established approach was used for k = 1, based on research into personal 

area networks, whereby one node is fixed as a relay to simplify the calculations. This limitation was then 

removed with little increase in the number of variables and constraints and a general formulation was 

given. The IP models were also streamlined using adjacency lists (instead of adjacency matrices), giving 

a significant improvement in runtimes for their solution. 

 

Following this, more complex models were introduced for k = 2. The higher level of connectivity was 

implemented with a greater number of variables and constraints. As for k = 1, a simplified model was 

introduced first with two fixed relays before removing this limitation. Unfortunately, the runtime of the 

unconstrained model proved to be very large in practice, so tests were performed with the fixed relays in 

place for k = 2. 

 

However, the results were still very good. Although the single pass variant of SA produced some sub-

optimal results, a multi-pass implementation, using GRASP to generate initial solutions, was seen to 

find the optimum in all but one of the tests. It was concluded from these results that some degree of 

confidence could be placed in the capability of the SA process in finding globally optimal solutions to 

the problem. This point came to acquire a greater significance at the next stage of the research. 

 

In the final Chapter, an IP relaxation method was developed based on observations on the performance 

of a rival algorithm for the Mk-CDS problem. This involved the incremental addition of constraints into 

a reduced model for the problem, which provides progressively closer lower bounds on the value of the 

objective function, until it achieves feasibility and terminates at a global optimum.  The process was 

then improved by using a GRASP/SA combination similar to the tests in the previous Chapter to 

produce candidate optimum solutions and thus enable the IP relaxation method to terminate without 

finding a feasible solution in the event that the lower bound was equal to that of some feasible candidate. 
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This process, called Mk-CDS/Hybrid, was then tested on an extensive range of 100 node problem 

instances and found to produce globally optimal solutions within three quarters of an hour for all but one 

instance. This exceptional instance was solved within three hours. It was concluded from this that 

globally optimal solution could be achievable for non-trivial instances of the problem using the hybrid 

technique. 

 

Having established the optima for a wider range of instances and for values of k between 2 and 4, the SA 

and GRASP/SA approaches were tested against their closest rival and found to be more consistent and 

accurate over the range of results. In addition, tests were carried out on the runtime of the rival S&P 

algorithm and it was shown to become excessive beyond around 250 nodes on a modestly specified 

machine. This demonstrated that SA and GRASP/SA were the only viable algorithms for larger 

problems. 

 

To sum this up: the results are very clear. The algorithms presented here are the most accurate published 

methods in producing MCDSs to date. For the generalised problem Mkm-CDS, they are really the only 

sophisticated methods available and produce huge percentage reductions when compared to the simpler 

alternatives incorporated in competing publications. The only real competition arises with the S&P 

approach for the Mk-CDS problem (that is, the specific variant of Mkm-CDS where k = m). However, 

this approach is inapplicable for large n and performs inconsistently by comparison to the techniques 

presented here for small n. Additionally, the Mk-CDS/Hybrid approach presented here represents the 

most powerful technique available at present for obtaining optimum solutions to the problem. 

Additionally, it can be remarked that the success and consistency of GRASP/SA is extremely promising, 

since its implementation in parallel would be a relatively simple task. Though the resources were not 

available to implement and test such a method here, it can be concluded that its runtimes need not 

significantly exceed those of the single pass SA approach; if the value of Imax is set to equal the number 

of processors, for example. Therefore, the potential exists to produce great reductions in backbone size 

for very large problem instances on a parallel architecture. 

 

Estimates of the limits of the SA approach are relatively vague, since the runtime of the algorithm 

depends on the value of k and the size of the relay backbone, not the problem graph. However, to give 

some perspective on the issue with an example, for k = q = 3 it was possible to solve a 5000 node 
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instance by Drop and SA in less than 15 minutes combined time. The backbone returned by Drop 

contained 783 nodes and this was reduced to 633 by the SA algorithm: a very significant reduction 

indeed. However, the approach is less effective when k = q = 4, where a 1500 node instance took almost 

an hour to solve, with a Drop solution of 249 nodes and reduction by SA to 201. From this, it can be 

concluded that the jump from O(m) to O(n
2
) is extremely significant, although the O(n

2
) element of the 

4-connectivity test could easily be parallelised if the option were available. Unfortunately, there is no 

known way of reducing the complexity below O(n
2
) for k = 4 to date. 

 

On the whole the techniques presented here constitute the most accurate algorithms for the problem to 

date. Runtimes have been contained to make quality solution of large problems a reality by the use of 

the most efficient available subroutines for constraint testing: a factor missing in many rival approaches. 

Optimum solutions have been made possible for a wider range of problem instances than has previously 

been recorded and the accuracy of heuristic solutions has been shown to improve significantly on 

competing results.  
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